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In this abstract, we describe a recently published paper
where we introduced a Logic of Information Flows (Ternov-
ska 2019). The paper is published in the Proceedings of the
12th International Symposium on Frontiers of Combining
Systems (FroCoS), September 2019.

This paper is a part of a much larger project, where we
look at Declarative Reasoning, which is at the very core of
Knowledge Representation, and ask the following questions:

• What is that that distinguishes declarative reasoning?
• How, and to what degree can dynamic (or imperative)

features be modelled declaratively?
• Is it even possible to model all efficient (polynomial time)

computations in a logic?

As things currently stand, it is entirely possible that the-
re will always be problems that are solvable by imperative
programs of polynomial complexity, that are not solvable
declaratively at all, in a single formalism. This is stated in a
famous conjecture due to Gurevich.

We look at computation in a very general way, where there
are atomic information-producing units, whose computatio-
nal power is then exploited, by arranging them in a suitable
manner, to produce a desirable outcome.

We introduce the Logic of Information Flows in two sta-
ges. The first stage is a static algebra, which is an algebrai-
zation of classical logic; and the second one is dynamic, or
an algebra of binary relations.

We start with first-order logic with fixpoints (FO(LFP)).
We use an algebraic syntax, similar to Codd’s relational al-
gebra, but the idea is the same. We redefine FO(LFP) over
a vocabulary of atomic module symbols that replaces a rela-
tional vocabulary. In this static setting, each atomic symbol
is interpreted as a set of structures rather than a relational
table (set of tuples). That is, each atomic unit corresponds
to a boolean query, or a decision procedure. Thus, while the
syntax is first-order, the semantics is second-order because
variables range over relations. This gives us the first logic.

The second stage is developing a Logic of Information
Flows (LIF). It is a dynamic setting where we add the ability
to reason about propagation of information from inputs to
outputs. Formally, it is given by two functions, I and O
that indicate which relational variables of atomic modules
are inputs and which are outputs. Semantically, modules are
binary relations on structures. The relations describe how

information propagates. This gives us an algebra of binary
relations, where we can reason about information flows.

Related Work Algebras of binary relations have been stu-
died before. Such an algebra was first introduced by De
Morgan. It has been extensively developed by Peirce and
then Schröder. It was abstracted to relation algebra RA by
Jónsson and Tarski in (Jónsson and Tarski 1952). For a
historic perspective please see Pratt’s informative historic
overview paper (Pratt 1992). More recently, relation alge-
bras were studied in, e.g. (Surinx, den Bussche, and Gu-
cht 2017; Fletcher et al. 2015). The algebras of relations
consider various subsets of operations on binary relations as
primitive, and other as derivable. In another direction, (Jack-
son and Stokes 2011; McLean 2017) and others study partial
functions and their algebraic equational axiomatizations.

Since, in our logic, all the variables that are not con-
strained by the algebraic expressions are implicitly cylinri-
fied (i.e., interpreted arbitrarily), the closest related work is
that on cylindric algebras (Henkin, Monk, and Tarski 1971).
These algebras were introduced by Tarski and others as a
tool in the algebraization of the first-order predicate calcu-
lus.1 However, a fundamental difference is that, in our lo-
gic, unconstrained variables are not only cylindrified, but
their interpretations, if not explicitly modified, are preser-
ved; this important semantic principle is a realization of the
commonsense law of inertia (McCarthy and Hayes 1969;
Lifschitz 1987). This property gives us, mathematically, a
very different formalism, suitable for reasoning about the
dynamics of information flows.

Technical Contributions For essentially the same syntax,
we develop two algebras, under static and dynamic seman-
tics, respectively. The algebraic operations combine modu-
les that communicate through common second-order varia-
bles. The dynamic algebra is called the Logic of Information
Flows. Atomic modules are axiomatized in any formalism
which can be interpreted over first-order structures.

An important feature of the logic is that it has a two-level
syntax. Thus, there are two ways to control the expressive
power: by means of restricting the algebraic operations, and
by selecting the logics for axiomatizing atomic units.

1See (Van den Bussche 2001) for a historic context in
applications to Database theory.



We show that, just by adding input and output specifica-
tions to classical logic (here, in an algebraic form), we ob-
tain multiple operations that are given as primitive in many
algebras of binary relations.

We prove that, when interpreted over a pointed Kripke
structure (given by the binary relations), the dynamic alge-
bra is equivalent to a modal temporal (dynamic) logic. The
logic allows one to specify patterns of execution inside (defi-
nable) modalities, similar to Dynamic Logic (see, e.g., (Ha-
rel, Kozen, and Tiuryn 2000)) and LDLf (De Giacomo and
Vardi 2013). Just like in PDL and LDLf , the main construc-
ts of imperative programming (e.g., while loops) are defina-
ble. The logic is also somewhat similar to Reiter’s situation
calculus (Reiter 2001) and Golog (Levesque et al. 1997). In
place of Golog programs, we have algebraic terms inside the
modalities that specify desired patterns of execution. Howe-
ver unlike the first-order successor state axioms of the situa-
tion calculus, atomic modules can be non-deterministic, and
be specified in any logic, with any expressive power.

The Logic of Information Flows makes some initial steps
towards answering the questions we asked. However, an im-
portant question was left open in the FroCoS paper (and co-
njectured to have a positive answer by the author): can LIF
define sequential composition? Note that it is a quintessen-
tially dynamic operation. We are happy to report, in a joint
paper with Heba Aamer, Bart Bogaerts, Dimitri Surinx and
Jan Van den Bussche (Aamer et al. 2020b) at this conferen-
ce, an affirmative answer to this question. In the general
setting of LIF with an unrestricted number of variables, se-
quential composition is definable. This result demonstrates
the power of declarative reasoning over imperative computa-
tions. However, the operation is not definable when the num-
ber of variables is bounded by a constant. The paper also ad-
dresses the problem of characterizing inputs and outputs of
compound expressions, both syntactically and semantically.
Applications As one practical application, we view LIF as a
formalism for specifying and reasoning about modular sy-
stems, where one can combine reusable components, po-
tentially written in different languages, for solving complex
computational tasks.2

Recent developments on the boundary of KR and Data
Management concern an application of a logic in the LIF fa-
mily to querying with limited pattern access in databases,
which is, again, a collaborative work (Aamer et al. 2020a).
The work was presented at ICDT earlier this year.

As we mentioned earlier, LIF provides two mechanisms
for controlling the expressive power (and thus computatio-
nal complexity) — through the axiomatizations of atomic
units and through the algebraic operations for combining
them. Both can be restricted to provide complexity gua-
rantees for the underlying computations. A lot of work is
currently under way in the direction of studying the com-
putational effects of restrictions and extensions of the LIF
language.

2The heterogeneous components could be web services, know-
ledge bases, declarative specifications such as Integer Liner Pro-
grams, Constraint Satisfaction Problems, Answer Set Programs
etc.
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