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ABSTRACT

Large off-chip DRAM caches offer performance and bandwidth
improvements for many systems by bridging the gap between on-chip
last level caches and off-chip memories. To avoid the high hit latency
resulting from serial DRAM accesses for tags and data, prior work
proposed co-locating tags and data to be accessed together. The state-
of-the-art block-based DRAM cache design, the Alloy Cache, reduces
hit latency but suffers from increased miss rate due to its direct-
mapped design.

In this paper, we propose using compression to increase the
associativity of a direct-mapped DRAM cache with little impact on hit
latency. If the fill and victim lines and the victim tag can be
compressed to a single block, the cache effectively becomes a two-way
set-associative cache. This mechanism can be extended to compress
more lines together and achieve higher associativity. We propose using
a low-latency compression algorithm to avoid performance losses. Our
analysis on SPECCPU2006 benchmarks shows that nearly 36% of all
sets become 2-way, which increases DRAM cache capacity and
reduces conflict misses.
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1. INTRODUCTION

Large-scale datacenter and high-performance computing systems
use many cores in a single socket, which requires a memory system that
scales with the larger number of cores. To bridge the performance and
bandwidth gap between on-die last-level caches and off-chip memories,
prior work proposed using stacked DRAM as a large memory-side
cache. DRAM caches potentially provide lower latency and higher
bandwidth compared to larger off-chip memories which are built with
either DRAM or non-volatile memory technologies.

To efficiently design a DRAM cache, there is a tradeoff between
the high hit rate of set-associative page-based caches and the lower hit
latency of direct-mapped block-based caches. Page-based caches
increase hit rates due to their higher spatial locality, and reduce conflict
misses due to their higher associativity. However, a single data access
may require several sequential memory accesses to read tags then data.
Block-based caches favor a low hit latency by adopting a direct-mapped
design. In many virtualized systems with a high number of threads that
compete for DRAM cache resources, the spatial locality advantage of
page-based caches is less critical, while the latency advantage of direct-
mapped caches is more pronounced. We focus on direct-mapped block-
based DRAM caches in this paper.

A direct-mapped DRAM cache co-locates tags and data for a single
block together, a technique proposed by the Alloy cache [1]. The
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latency overhead can be further reduced by using ECC DIMM s to store
tag information of individual blocks, where the tag and data can be
accessed together from memory. Unfortunately, due to having a direct-
mapped design, some applications suffer from increased conflict misses
and reduced performance.

https://doi.org/10.1145/3240302.3240429Recent  research  proposals
attempted to address shortcomings of a direct-mapped DRAM cache
without significantly increasing its hit latency. The Unison cache [2]
proposed a mechanism to take advantage of spatial locality by using
larger allocation units to reduce tag overhead and potentially increasing
cache hit rate. DICE [3] proposed a novel mechanism to compress
spatially adjacent blocks in a DRAM cache which effectively increased
capacity, bandwidth and (indirectly) associativity. However, taking
advantage of compression requires changing the indexing function of
the DRAM cache, which necessitates non-trivial design changes.

In this paper, we propose a light-weight architecture that uses
compression to increase the associativity of a direct-mapped block-
based DRAM cache. Compression has been proposed in on-die caches
to increase effective cache capacity with little impact on hit latency.
However, the complex techniques proposed for on-die, highly-
associative caches would necessitate multiple memory accesses to a
DRAM cache, negating the performance advantage of a direct-mapped
design.

A direct-mapped cache has a fixed location for each data address.
It is possible that two or more hot (i.e., frequently accessed) block
addresses map to that same location (cache set). On a cache miss, the
existing line is evicted from the cache to make room for the incoming
(i.e., fill) cache line. In this paper, we attempt to compress the incoming
line fill with the victim line(s), and store them in the same set with their
tags if they are compressible. This allows for a direct-mapped cache to
get some benefit from set associativity as well as increased effective
capacity. If compression is unsuccessful, the set remains a direct-
mapped set. However, if two (or more) lines could be compressed
together, this effectively increases the associativity of the cache set. The
compressed line and fill tag are read together from memory. We use a
compression algorithm with low decompression latency to avoid
significant performance losses due to decompression. While this paper
only evaluates compressing up to two lines into a single line, this same
architecture can be extended to compressing a larger number of blocks,
and therefore achieving a much higher associativity and capacity.

One problem that could arise from a compressed DRAM cache
design is the potential need to write back more than one dirty line to the
next level in the memory hierarchy. This could lead to more complex
designs that have to tackle and validate multiple simultaneous dirty
writebacks. This could also lead to performance losses when the next
memory level is bandwidth-constrained. To avoid having to evict
multiple dirty lines simultaneously, and to enable silent evictions of
victim lines, our proposal maintains a clean victim policy by writing
back dirty victim data before the fill and victim lines are compressed
together.

This paper targets a simple design that could achieve a larger
DRAM cache capacity and associativity with little additional
complexity. We make the following main contributions:

1) We propose an architecture that opportunistically compresses
fill and victim lines of a direct-mapped DRAM cache to
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increase its effective capacity and associativity with little
additional complexity.

2)  We propose a simple compression algorithm that achieves most
of the benefits of Frequent Pattern Compression (FPC) and
simple dictionary algorithms while maintaining a low
decompression latency.

3) Our evaluation shows that we can double the associativity of
more than a third of the cache sets, on average, for
SPECCPU2006 workloads.

In the remainder of this paper, we explain the architecture in Section
2 and the compression algorithm in Section 3. We present our
evaluation results in Section 4, and related work in Section 5. We
conclude in Section 6.

2. OPPORTUNISTIC COMPRESSION

ARCHITECTURE

In a direct-mapped DRAM cache, both tag and data for each set are
collocated in the same space. Only one data block can occupy that space
at a time. In a typical implementation, if the CPU requests a block that
doesn’t exist in the DRAM cache, the block (i.e., fill line) is allocated
to the correct cache set depending on its address. The existing block in
that set (i.e., victim line) is evicted, and its data is written back to main
memory if it is modified compared to the memory copy.

Our proposed architecture uses compression to attempt to keep the
victim line in the same location if it can be compressed so that both the
victim and the fill line (with their corresponding tags) can be stored in
the same space as the original block. This architecture can be used to
store two or more blocks in the same physical space as one block if all
their data and tags can be compressed to one block. However, in the
following description, we explain how to use this architecture to store
up to two blocks in the same physical block. We refer to this special
case as an Opportunistic 2-Way (O2W) compressed DRAM cache
architecture.

2.1. O2W: High-Level Description

The following example explains O2W at a high level. For the
purposes of this example, we assume a cache block is 64 bytes, and its
address tag is 2 bytes. However, different cache implementations with
different sizes can be used.

Example. Assume that a set of a DRAM cache currently caches a block
with address A. The CPU requests another block with address B that is
mapped to the same set. This initiates the following basic steps:

(1) If data block A is modified, it is written back to memory.

(2) The compression logic is used to compress both data blocks A and

B to 62 bytes (to leave space for the 2-byte tag of A)

(2a) If compression is successful, this means that both A and B and
their address tags (2 bytes each) can be stored in the same 66
bytes used to store only block A and its address tag. In this
case, we store both A and B in the same set, effectively
increasing the set size (to two blocks) and associativity (to 2-
way set-associative).

(2b) If compression is unsuccessful, this means that we don’t have
space to store both A and B. In this case, victim block A is
evicted, and fill block B remains as the only block in the set.
This leads to no improvement in size or associativity.

Figure 1 demonstrates this example. The initial state of the cache
set only includes block A. If compression of the fill and victim blocks
is successful, both of them are stored together in the same set (in
addition to their tags). The victim tag is stored in the data block while
the fill block tag is stored in the tag area. If compression is unsuccessful,

the victim block is evicted while only the fill block remains in the cache
set.

64 B 2B
Initial State for Data Block A Tag
a cache set A

State after filling
B (compression
successful)

State after filling T

unsuccessful)

Figure 1. O2W Example. (Top) Initial State; (Middle) Compression
of Fill Line B is successful; (Bottom) Compression unsuccessful

Compressed Block A Compressed Block B T:g |:|

Metadata Overhead. This simple design requires, at a minimum, a
single metadata bit that indicates whether a cache line is compressed or
not. This bit is necessary so that the architecture knows how to decode
the cache line, and whether to send to the decompression logic before
sending to the core/LLC. However, another metadata bit could be used
to indicate which of the two compressed lines is the least recently used
(LRU) line. Another bit could be used to indicate whether the physical
cache line starts with the fill or the victim line. This bit could be useful
to avoid physically moving data and tags on reads hits to the old victim
line which changes its status to the new fill line in an uncompressed
DRAM cache architecture.

2.2. Maintaining a Clean Victim Line

When storing two blocks in the same set, the DRAM cache design
complexity would increase due to the need to (a) track the coherence
state of both blocks; and (b) potentially write back two blocks when a
new fill line is brought in that couldn’t be compressed with the
incumbent fill line. To simplify DRAM cache accesses, we propose
only allowing the incumbent fill line to be tracked. The victim line is
always clean, and could be silently evicted if the fill line is modified.
The two lines can be stored together if both are clean, but a write to one
of them automatically evicts the other. No flow changes are necessary
if compression is unsuccessful since we would only have one data block
per physical block. To expand on this design, we explain different cases
of reads and writes to the fill and victim lines for the case when
compression is successful (the middle part of Figure 1).

Read Hit to Fill Line. This case is similar to a hit in a direct-mapped
cache. The only exception is that we have to decompress the physical
block and extract the fill line data from it before forwarding it to the
CPU:

(1) Read block data from memory

(2) Decompress block (through decompression logic, which adds

latency) and extract Block B from it
(3) Send data of Block B back to the CPU and lower level caches.

Read Hit to Victim Line. This is a case where compression helps
performance, since this would have been a miss without compression.
However, since coherence state only tracks the state of the fill line, we
need to switch the state of the victim line to become the tracked fill line:

(1) Read data block from memory

(2) Decompress block (through decompression logic incurring
latency) and extract block A

(3) Send block A’s data to the CPU and lower level caches.

(4) Change the coherence tracking to track A instead of B. This
could be done by evicting B’s state and storing A’s state in
the coherence tracking hardware in the memory controller.
Now A becomes the fill line and B becomes the victim line.



We can also switch the storage of the two tags (which
requires a read-modify-write operation. Alternatively, we can
use an extra metadata bit to indicate which tag corresponds to
the fill block.

Write Hit to Fill Line. In this case, we silently evict the victim line to
simplify coherence tracking and logic complexity:
(1) Write Block B’s new data and tags, uncompressed, to the
physical block, overwriting A’s data and tags.
(2) Block A is silently evicted, which requires no memory
writebacks since the victim line is always clean (unmodified).

In this simple design, we don’t have a case for “Write Hit to Victim
Line”. This case is treated as a miss since the victim is not tracked by
the coherence protocol, and therefore would need to first acquire
exclusive permissions (like a miss) before its data could be written to.
However, a more complex architecture can have more optimized
special handling for this case by switching the fill and victim lines’
states, and evicting the old fill line to allow writing to the old victim

line (which becomes the new fill line).

The following table shows details about how to handle all cases of
hits and misses to fill and victim lines in a compressed DRAM cache.

Table 1. O2W State Transitions and Actions

(Uncmpr Write N/A  |(Uncmpr Same as uncompressed
Dirty, N/A) Miss Dirty, N/A) [cache. Write  miss
bypasses DRAM
cache.
(CmprClean, |[Read Hit Yes |[(CmprClean,|Hit to fill line. Need to
CmprClean) | (Way 0) CmprClean) [decompress data first
before sending back to
core/LLC.
(CmprClean, [Read Hit Yes |(CmprClean,|Hitto victim line. Need
CmprClean) | (Way 1) CmprClean) [to decompress before
sending  back to
core/LLC. We may
need to swap fill and
victim line.
(CmprClean, | Write N/A  {(Uncmpr Write hit to fill line.
CmprClean) Hit Dirty, N/A) |Victim silently evicted,
(Way 0) uncompressed  dirty
line is stored.
(CmprClean, | Write N/A  {(Uncmpr Write hit to victim line.
CmprClean) Hit Dirty, N/A) |Won’t happen for
(Way 1) simple  architecture.
For optimized design,
old fill line is evicted,
and uncompressed
dirty line is stored.
(CmprClean,| Read No  |(Unmpr Both lines are silently
CmprClean) | Miss Clean, N/A) |evicted, uncompressed
clean fill line is stored.
(CmprClean,| Read Yes [(CmprClean,|Old victim silently
CmprClean) | Miss CmprClean) |evicted, old fill (new
victim) and new fill
lines are compressed
together.
(CmprClean, | Write N/A  {(Uncmpr Both compressed lines
CmprClean) | Miss Dirty, N/A) |are evicted. New dirty
line is allocated.

3. COMPRESSION ALGORITHM: FPC-D

To achieve low latency decompression with a high compression

Initial State|Request| New Fill [Next State Action

(Fill, + Victim ((Fill,

Victim) <=62B |Victim)

(N/A, N/A) Read N/A  |(Uncmpr Same as uncompressed

Miss Clean, N/A) |cache.
(N/A, N/A) | Write N/A  |(Uncmpr Same as uncompressed
Miss Dirty, N/A) |cache.

(Uncmpr Read Hit| N/A  |(Uncmpr Same as uncompressed

Clean, N/A) Clean, N/A) |cache.

(Uncmpr Write N/A  |(Uncmpr Same as uncompressed

Clean, N/A) Hit Dirty, N/A) |[cache.

(Uncmpr Read No  [(Uncmpr Same as an

Clean, N/A) | Miss Clean, N/A) |uncompressed cache.
Victim (old fill line)
silently evicted, new
fill line takes its place.

(Uncmpr Read Yes [(CmprClean,|Fill data, victim data

Clean, N/A) | Miss CmprClean) |and victim tag
compressed together.

(Uncmpr Write N/A  |(Uncmpr Same as uncompressed

Clean, N/A) | Miss Clean, N/A) |cache.

(Uncmpr Read Hit N/A  |(Uncmpr Same as uncompressed

Dirty, N/A) Dirty, N/A) |cache.

(Uncmpr Write N/A  |(Uncmpr Same as uncompressed

Dirty, N/A) Hit Dirty, N/A) |cache.

(Unmpr Read No |(Uncmpr Same as uncompressed

Dirty, N/A) Miss Clean, N/A) [cache. Victim written
back, replaced by new
fill line.

(Uncmpr Read Yes |(CmprClean,|Victim written back.

Dirty, N/A) Miss CmprClean) |Fill data, victim data
and victim tag
compressed together.

ratio, we optimize the previously proposed Frequent Pattern
Compression (FPC) algorithm [4] by removing zero run length
encoding, adding limited dictionary support, and adding more fixed
patterns rather than sign-extension-based patterns. These optimizations
reduce latency and achieve a higher compression ratio compared to the
original FPC. We call this new algorithm Frequent Pattern Compression
with limited Dictionary support (FPC-D).

3.1 FPC-D High Level Overview

The compression algorithm compresses a 64-byte cache line to the
smallest size (rounded up to a 2B boundary). Each 64-byte line is
independently compressed and decompressed. This section describes
the compression algorithm and the layout of the compressed cache line.

FPC-D adds a limited dynamic dictionary to the Frequent Pattern
Compression (FPC) algorithm, and simplifies some patterns in FPC to
enable faster decompression. A 64-byte cache line is split statically into
sixteen 32-bit doublewords (DW0-DW15). The limited dictionary of
each doubleword is a limited version of CPack’s dictionary [5]
including only the previous two doublewords. The FPC-D algorithm
examines each doubleword and attempts to match it with patterns in
Table 2. A doubleword is compressed if it matches any of the patterns,
or a pattern that uses the smallest compressed size if it matches more



than one pattern. The compressed cache line includes a prefix array of
8 bytes plus the compressed data that corresponds to each doubleword
in order. The prefix array includes a 4-bit prefix for each of the sixteen
doublewords that encodes the pattern used to compress the
corresponding doubleword, for a total of 8 bytes. Table 2 describes all
patterns, descriptions, prefix bits, compressed data and the compressed
size for each of the patterns in the FPC-D algorithm. The dictionary
patterns mmmm(0) and mmmm(1) indicate that a doubleword
completely matches the previous doubleword or the one before. FPC-D
also has support for partial matches where only the first three bytes
(mmmbx) or the first two bytes (mmxx) match one of the previous two
doublewords. If a doubleword can’t be matched with any of the
patterns, it is stored in an uncompressed form (xxxx).

3.2 Compressed Cache Line Layout

Figure 2(a) shows the layout of an uncompressed 64B cache line.
Figure 2(b) shows the layout of a compressed cache line. A
compressed cache line includes an 8B prefix and up to 46B of
compressed data. When combining two lines together the smallest line
is 8B (all prefix bits), and the largest line is 54B to leave space for the
smallest line (8B) and its corresponding 2B tag. Figure 2(c) shows
how two compressed lines are co-located with one tag in the same
physical 64B line.

Pattern Description Prefix  |Compressed Format | Compressed

(MSB..LSB) Size (Bits)

77277 All-zero doubleword 0000 No data 0

1111 All “FF” doubleword 0001 No data 0

mmmm (0) Complete match with the previous doubleword 0010 No data 0

mmmm (1) Complete match with the doubleword before the previous 0011 No data 0
doubleword

777X Three zero bytes followed by a non-zero byte 0100 X (non-zero byte) 8

Xzzz Three zero bytes preceded by a different byte 0101 X (non-zero byte) 8

rrrr A byte “r” repeated four times 0110 r (any of the four bytes) 8

mmmx (0) Partial match (first three bytes) with the previous doubleword 0111 X (non-matching byte) 8

mmmx (1) Partial match (first three bytes) with the doubleword before the 1000 X (non-matching byte) 8
previous doubleword

2ZXX Two zero bytes followed by two non-zero bytes 1001 XX (two non-zero bytes) 16

ZXZX A repeated pattern of a zero byte followed by a non-zero byte 1010 XX (two non-zero bytes) 16

11xx Two “FF” bytes followed by two different bytes 1011 xx  (two  non-"FF’] 16

bytes)
XXZZ Two non-zero bytes followed by two zero bytes 1100 XX (two non-zero bytes), 16
mmxx (0) Partial match (first two bytes) with the previous doubleword 1101 XX (two non-matching 16
bytes)

mmxx (1) Partial match (first two bytes) with the doubleword before the 1110 XX (two non-matching 16
previous doubleword bytes)

XXXX Uncompressed doubleword 1111 xxxX (original data) 32

Table 2. FPC-D Patterns and Descriptions. z: zero byte, 1: "FF" byte, m: match with corresponding byte in previous word, r: any of 4 repeating
bytes, x: anything else



| DWO | DW1 " DW2 I DW3 | DwW4 | DW5 " DW6| Dw7

Dw8 | DW9 "DWlOIDWl1|DW12|DW13"DW14|DW15|

(b) Uncompressed Cache Line. 16 doublewords, 4 bytes each.

| Prefix | cwo|cwa | cwz | cws cwa | cws | cwes | cwr cws | cwe ||cw1o|cw11|cw12|cw13||cw14 CW15

+— 8B —p 4

0-46B ]

(@) Compressed Cache Line. 8B prefix (4 bits per doubleword), 16 compressed words, each could be 0, 1, 2, 3 or 4 bytes

64B -

- 2B S 8-54B B =

- 8-54B r

-‘ Comp ressed Fill Line

Un used Com pressed Victim Line

(c) Layout of two compressed lines together. Victim tag is the first two bytes, compressed fill line is laid out left-to-right starting
from byte 2. Compressed Victim line is laid out right-to-left starting from byte 63. Any unused space is left in the middle.

Figure 2. Layout of Uncompressed and Compressed Lines

A compressed line could occupy any size up to 54B in increments
of 2 bytes (to simplify decompression logic). If a compressed line size
is larger than 54B, it is stored uncompressed since it could not be
combined with any other line. An 8B line is possible if only the prefix
bits are needed to decode the line. This is possible only if all words
within the line are zero or “FFFFFFFF” words.

3.3 FPC-D Logic Implementation

Compression. To simplify logic area and power, we compress a 64B

block 16 bytes at a time since compression is not on the critical path

of a cache hit. For each of the 4 doublewords in a 16B quarter, we
check for the following conditions:

1. Check each byte for whether it is a zero byte. Z[0] indicates all
bits of byte zero are all zeros, Z[1] indicates all bits of byte one
are zeros, etc.

2. Check each byte for whether it is an “FF” byte. O[0] indicates all
bits of byte zero are all ones, O[1] indicates all bits of byte one
are all ones, etc.

3. Check each byte for whether it matches the corresponding byte of
the previous word. M1[0] indicates byte zero matches byte zero
of the previous word, etc.

4. Check each byte for whether it matches the corresponding byte of
the word before last. M2[0] indicates byte zero matches byte zero
of the word before last, etc.

5. Check all bytes to see if they are all the same value. R = 1 if byte
0, byte 1, byte 2, and byte 3 have the same value.

Each of these checks is estimated to take 2 gate delays (2 levels of

XOR gates). Based on the conditions satisfied above, we determine the

prefix of the compressed word. We use a priority encoder to select the

pattern with the highest priority (i.e., the one compressing to the fewest
number of bytes, or taking less time to decompress). This step requires

4 gate delays. We prioritize the matches to the word before last (M2)
over matches to the previous word (M1) to reduce the ripple effect of
propagating values during decompression. Shifting the compressed
data to the correct place in the compressed chunk is done, one word at
a time, depending on the current prefix and the length of the previous
word. Each word needs to shift by 0, 2, 3, or 4 bytes depending on the
length of the previous word (4, 2, 1, or 0 bytes). Each shift for the
second, third, and fourth words requires 2 gate delays, so the total
latency for this step is 6 gate delays. Based on the above gate delay
figures, compressing 16B would take 12 gate delays in total, which
should be completed in a single cycle. Compressing the whole 64B
line would consume 4 cycles, and could be pipelined to be done 16B
at a time.

Decompression. The prefix is the first eight bytes of a compressed line
(Figure 2b). From the 4-bit prefix of each doubleword, we need to
determine both the length and the starting data position of the
compressed word, then expand the compressed data to 4 bytes:

1. Determining the length uses a mux with the prefix as input, and
0, 1, 2, or 4 as output (2 gate delays).

2. Determining the starting point is trivial for word O (it starts at byte
8), the starting position of word 1 is 2 + LengthO, the starting
position of word 2 is Startl+Lengthl, so on. Determining the
starting positions requires no more than 6 gate delays depending
on the implementation (though we need to use multiple adder
circuits to compute multiple starting points in parallel).
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Figure 3. Percentage of DRAM cache sets that become 2-way for O2W (two lines compress to 62B) and O2W_64B (two lines compresa to 64B).

3. We need to then shift and expand each word to the correct place
in the compressed line, based on the prefix, Start and Length of
the compressed word. Word0 requires potentially expanding the
compressed data but no shifting, but Words 1-15 require shifting
based on their starting position. To simplify implementation, we
perform this process two words at a time (2 gate delays for each
two doublewords), so this step takes 16 gate delays total.

Based on the above estimates, decompressing 64B would take 24 gate
delays in total, which should complete in two cycles.

4. EVALUATION
In this section, we present our evaluation methodology and
preliminary results.

4.1 Methodology

Evaluating compression architectures for large DRAM caches faces
two significant challenges. First, we need to obtain large data traces that
could fill up a large DRAM cache. Most simulation infrastructures do
not trace data, and obtaining large data traces is time-consuming.
Second, performing timing simulations that warm up a large DRAM
cache and run long enough to generate significant results is also a time-
consuming process.

To perform preliminary analysis for our O2W architecture, we used
static memory images from SPECCPU2006 benchmarks [6]. The static
images were collected by tracking hot pages using the Xen VM running
on top of Linux. Each application run to completion, and Xen tracked
the hottest 256K pages (1 GB total data) and periodically generated
memory snapshots after a sufficient warm-up interval. These snapshots
were then consumed off-line by a simple cache simulator that assumed
a 512MB DRAM cache. Since memory images had 1GB data, we
mapped all 4M lines in each snapshot into a 512MB 2-way cache. We
then estimated the percentage of DRAM cache sets that become 2-way

under for each memory snapshot and computed the average for each
benchmark.

4.2 Preliminary Results

Figure 3 shows the average percentage of cache sets that become 2-
way using our O2W compression architecture. A set becomes a 2-way
set if both lines compress to a combined 62B (so we can also store a
second tag in the same 64B line). We also show the percentage of sets
that become 2-way if we have two additional metadata bytes that could
be used to store the victim tag. This is shown in the O2W_64B bars in
the figure.

With O2W, the average number of sets that become 2-way is 36 %
(48% for SPECINT benchmarks and 27% for SPECFP benchmarks).
Some benchmarks (e.g., 429.mcf, 403.gcc, 445.gobmk, 473.astar) have
mostly compressible blocks. However, some other workloads have
mostly incompressible blocks using FPC-D (e.g., 459.GemsFDTD,
465.tonto, 470.1bm, 433.milc). However, the increase in DRAM cache
capacity and associativity is significant on average, and could lead to
significant miss rate reduction and performance. A more detailed
evaluation of the hit rate and performance implications of O2W would
require a different infrastructure, and so it is left for future work.

With two additional bytes of metadata (~4% increase in storage
overhead), we get significantly better compressibility results. In the
O2W_64B results (Figure 3), nearly 44% of cache sets become 2-way
on average. The average number of 2-way sets is 55% for SPECINT
benchmarks, and 35% for SPECFP benchmarks. These results show
that compressibility are highly dependent on the compression algorithm
used. While we used FPC-D as the compression algorithm in this paper,
future work could investigate the compressibility and hit latency
tradeoff for FPC-D and other, more complex, compression algorithms.

4.3 Limitations

While we were able to demonstrate significant capacity increases
with O2W, our simulation infrastructure could not be used to estimate
the impact of such capacity and associativity improvements on the



DRAM cache hit rate or performance. We performed a simple analysis
to show the performance impact of a 10%, 30% or 50% increase in
capacity/associativity on performance. This simple analysis shows
good hit rate and performance improvements that aligns with the
square-root rule-of-thumb. However, doing a more extensive and
accurate study requires substantial improvement in current state-of-the-
art simulators to track data for workloads running on large, gigabyte-
scale DRAM caches, and would require extremely long simulation
times.

5. RELATED WORK

DRAM caches have been widely investigated recently due to the
availability of high-bandwidth memories, stacked DRAM technology,
and heterogeneous memory hierarchies. Cache compression has been
extensively investigated for on-chip caches. This section is not a
comprehensive description of all prior work in both areas. However,
we highlight some relevant related work in both DRAM cache design
and compressed cache design.

5.1 DRAM Caches

Many prior research works proposed using DRAM caches with
larger capacity DRAM or as part of a heterogeneous memory system
[1-3, 7-12]. Loh and Hill [7] proposed a design where many cache lines
and their tags are located in the same DRAM row. However, this led to
the need to access DRAM multiple times before detecting a miss (and
in many cases, a hit). Qureshi and Loh proposed a direct-mapped
approach, the Alloy Cache [1], which co-locates tags and data to reduce
hit latency, and to reduce the latency required to determine a miss.
Block-based caches have large metadata overhead due to the need to
store tags and state information for each 64B block, a significant
amount of space for GB-scale caches. In contrast, page-based DRAM
caches allocate page-sized cache blocks to reduce metadata overhead.
The Footprint Cache [9] uses page-size blocks but only fetches data that
would be touched during the page’s residency in the DRAM cache. The
Unison Cache [2] co-locates tags with data while fetching multiple
blocks to take advantage of spatial locality.

5.2 Cache Compression Architectures

Many cache compression architectures depend on data value
locality introduced by Lipasti, et al. [13]. Yang and Gupta [14]
augment an L1 cache with a frequent value cache (FVC) that stores the
most frequent data values. Islam and Stenstrom [15] apply a similar
concept for zero values through their Zero-Value Cache (ZVC).

At the block level, Dusser, et al. [16] augment the L1 cache with a
zero-content cache that stores the addresses of zero blocks. Tian et al.
[17] propose cache line de-duplication, where duplicate cache blocks
are detected and then accessed using a level of indirection.

Several compressed cache architecture proposals decouple tags and
data to enable storing lines with different sizes. Hallnor and Reinhardt
[18] extend allocate variable amounts of storage to different cache
blocks in an indirect index cache. Pekhimenko et al. [19] extend the
V-Way cache [20] to support multiple line sizes. Alameldeen and
Wood proposed the Decoupled Variable-Segment Cache (VSC) [21]
which supports twice as many tags as physical data lines and allows
data lines to be compacted within a set. Sardashti and Wood proposed
the Decoupled Compressed Cache (DCC) [22] which adds a level of
indirection to avoid the need to re-compact all compressed lines
whenever a line changes its compressed size. Sardashti et al. [23]
proposed a more efficient Skewed Compressed Cache (SCC) which
eliminates many of DCC’s overheads. Gaur et al. [24] proposed an
opportunistic compression architecture that avoids sacrificing
performance gains of LLC replacement policies.

5.3 Cache Compression Algorithms

Alameldeen and Wood [3] propose Frequent Pattern Compression
(FPC), a significance-based algorithm that detects frequent patterns in
each 32-bit doubleword of a cache line. Each compressed line has a
prefix of up to 3 bits per doubleword, and encodes zero run lengths of
up to eight zeros. Chen, et al. [5] propose the Cache Packer (C-Pack)
algorithm that augments frequent pattern detection with a dynamic
dictionary. Our FPC-D algorithm uses FPC with a limited dictionary
compared to CPack’s to avoid latency increases. Pekhimenko, et al.
[25] propose the Base-Delta-Immediate (BDI) algorithm that detects
whether all words in a cache line are within a short delta from a base
word. Arelakis and Stenstrom [26] propose a statistical compression
algorithm (SC?) based on Huffman encoding that exploits low
variability of data values.

5.4 Compressed DRAM Caches

Young et al. propose DICE [3], a compressed DRAM cache
architecture that modifies a DRAM cache to increase capacity and
potential bandwidth using compression. Taking advantage of
compression to reduce DRAM cache bandwidth necessitates
compressing adjacent lines together. However, traditional set indexing
maps adjacent lines to different sets. DICE proposes changing the
cache indexing function for compressible data to map adjacent lines to
the same set. DICE uses traditional set indexing dynamically for
uncompressible data. While DICE provides significant hit rate and
performance improvements, it requires significant changes to cache
access flow to support multiple indexing functions, and is highly
dependent on the predictability of compressed data. Both DICE and
O2W increase effective cache capacity. However, O2W mainly
focuses on reducing conflict misses, while DICE targets increasing
spatial locality and reducing DRAM cache bandwidth.

6. CONCLUSION

We propose an opportunistic 2-way (O2W) DRAM cache
compression architecture to increase the associativity of a direct-
mapped DRAM cache. Our proposed architecture attempts to compress
the fill and victim lines together with the victim tag into a single block,
effectively increasing that set’s associativity to 2-way. We propose
FPC-D, a low-latency compression algorithm that achieves good
compression ratio and low decompression overhead. Our preliminary
analysis on SPECCPU2006 benchmarks shows that nearly 36% of all
sets become 2-way, which increases DRAM cache capacity and reduces
conflict misses.
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