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ABSTRACT 
Non-volatile memory (NVM) technologies present an opportunity to 

improve area efficiency and reduce energy consumption throughout 

the memory hierarchy. However, write endurance can hinder the 

adoption of NVM in lower-level caches. With an estimated write 

endurance of one trillion write cycles, Spin-Torque Transfer RAM 

(STT-RAM) is a more likely candidate for application as an L2 cache 

than Resistive RAM (ReRAM) or Phase-Change Memory (PCM).  In 

resource-constrained systems where aggressive wear-leveling 

techniques cannot be applied, light-weight alternatives may be 

necessary to extend the lifetime of the cache.   

In this paper, we propose and evaluate a hybrid-random replacement 

policy as a low-overhead approach to wear-leveling to improve the 

lifetime of a large non-volatile memory L2 cache.  We investigate 

another probabilistic mechanism that utilizes approximate counters as 

an alternative method of injecting random events in the eviction 

stream.  We show that our hybrid-random policy extends the lifetime 

of an NVM L2 cache by 0.5 to 16 years across many benchmarks over 

an LRU-replacement baseline.  Our approximate counter approach 

further extends the lifetime by 1.7 to 19 years over the baseline but 

incurs a higher overhead.   

Keywords 
Non-volatile memory, aging, lifetime reliability, spin torque transfer 

RAM. 

1. INTRODUCTION  
Emerging non-volatile memory (NVM) technologies such as Spin-

Torque Transfer RAM (STT-RAM), Phase-Change Memory (PCM), 
and Resistive RAM (ReRAM) have been explored for use within the 
memory hierarchy, inspired by their advantages of high density, 
reduced energy consumption, and better scalability.  However, there are 
several concerns associated with non-volatile memory technologies, 
particularly the lifetime reliability due to write endurance.  STT-RAM 
and PCM have been previously considered as main memory 
alternatives [14][28], where the lower frequency of writes makes the 
impact of write endurance on lifetime less of an issue.  STT-RAM 
technology has also been evaluated for use as a cache, either 
independently with wear-leveling strategies to improve the 
lifetime [3][5] [7], or in conjunction with SRAM or another memory 
technology to form a hybrid cache  [27][6][16][27].  STT-RAM has 
mostly been considered for use at the L3 cache level, where the volume 
of write activity does not have as much impact on the lifetime. 

STT-RAM has been projected to have an endurance of at least 1012 
writes [4][9][17].  Prior work observed that while STT-RAM has been 
projected to have a very high endurance, certain usage conditions may 
degrade its reliability, such as frequent accesses with a high applied bias 
voltage or a long pulse [12].  Other non-volatile memory technologies 
have been reported to have lower write endurances.  The write 
endurance of PCM has been estimated at 108 (i.e., 100 million writes), 
which results in a lifetime that is too low to be used as a cache, but may 
be applicable at the main memory level [22][23][28].  ReRAM has 
previously been described as enduring up to 105 or 106 writes before 

failure [2], but has improved significantly with cited endurances of 
1010 [15] and 1011 write cycles [13].  These write endurance estimates 
suggest that usage of STT-RAM and possibly ReRAM may be feasible 
at the L2 cache level, with some additional wear-leveling or write 
reduction.    In this study, we investigate the reliability implications of 
STT-RAM at the L2 cache level, and the resulting expected lifetimes. 
We focus on the L2 cache level in the context of mobile and embedded 
processors which can benefit from a higher density and lower energy 
non-volatile cache, but may only utilize two-level cache hierarchies.   

To address the challenges of an NVM-based cache, we propose a 
light-weight mechanism to extending the cache lifetime with low 
overhead and relatively low performance impact. This mechanism 
introduces randomness in the eviction stream of the cache that may 
result in extended lifetime of its cells. We also consider and evaluate an 
alternative approach using approximate counters, which extends the 
lifetime further but has a higher overhead. We make the following 
contributions: 

1) We show that STT-RAM at the L2 cache level suffers from a 
reduced lifetime which necessitates the employment of a wear-
leveling strategy.  

2) We propose a mechanism based on a hybrid-random 
replacement policy that aims at reducing worst-case, high write 
count cache lines. 

3) We propose a mechanism using light-weight, approximate 
counters for wear leveling that avoids performance losses but 
has a higher overhead. 

4) Our evaluation shows significant improvements in cache 
lifetime over an LRU-replacement baseline with little 
performance impact.  

In the remainder of this paper, we provide some background on 

STT-RAM and related work in Section 2. We explain our techniques 

in Section 3. We present our evaluation methodology in Section 4 and 

results in Section 5. We conclude in Section 6.  

2. BACKGROUND 
In this section, we specifically discuss STT-RAM, the application 

of STT-RAM to caches, and its reliability concerns. 

2.1  STT-RAM Overview 
Spin-Torque Transfer RAM (STT-RAM) is a technology for 

magnetic memory which uses a magnetic tunnel junction (MTJ) 
element to store binary data [14][19].  The MTJ element consists of two 
ferromagnetic layers (a free layer and a fixed layer) which are separated 
by a tunnel barrier layer.  The magnetic orientation of the fixed layer 
remains constant, while a spin-polarized current may be applied to 
change the orientation of the free layer.  When the free layer orientation 
is parallel to the fixed layer, the MTJ resistance is low; when it is anti-
parallel, the resistance is high.  These two states are used to represent a 
logical 0 and 1.  The state of the cell is detected by sending a small 
current through the cell and determining the resistance.  The read 
operation latency and dynamic energy for STT-RAM appears to be 
close to that of SRAM, while the write latency is larger compared to 
SRAM, with higher dynamic energy required for the write 



 

 

operation [26].  STT-RAM technology presents a potential alternative 
to SRAM in the memory hierarchy given its high density, fast read 
operation, low leakage power, and non-volatility.   

2.2  STT-RAM Caches 
STT-RAM and other non-volatile memory technologies present 

compelling options for use as caches with potentially greater capacity 
through higher density, lower energy usage, and better scalability.  
STT-RAM has been considered as an alternative technology for main 
memory [14][22] and in caches [5][6][11][16][20][27].  While STT-
RAM has a higher estimated write cycle endurance (1012 cycles) than 
other non-volatile memory options, its reliability becomes an issue at 
lower-level caches where the number of write operations is higher. 

2.3  STT-RAM Reliability Issues 
One of the main concerns regarding usage of NVM technologies 

such as STT-RAM in caches is their low write endurance.  Write 
endurance estimates of 1012 have been reported for STT-RAM, 1010 
for ReRAM, and 108 writes for PCM.  The estimated write endurance 
for STT-RAM does not appear to present an issue for main memory 
and, for the most part, the L3 cache.  However, if we consider using 
STT-RAM at the L2 cache level, then this write endurance would limit 
the lifetime of the device.   

Architectural mechanisms to mitigate the wear from write 
operations and prolong the lifetime of an NVM cache have been 
proposed which either reduce the number of writes [11][10][1] or 
perform wear-leveling to distribute the writes across the 
device [5][26].  It has also been noted that performing a slower write 
operation may result in less stress to the cell and subsequently improve 
its endurance [25].  By using an SRAM and STT-RAM hybrid cache, 
lines that are recognized as being more frequently accessed may be 
stored in the SRAM section of the hybrid cache in order to reduce the 
write activity in the STT-RAM section and extend the overall lifetime 
of the cache [10].  A different strategy considered relaxing the non-
volatility of the STT-RAM cache in order to reduce the total write 
count [11].  Another approach involved tracking modification patterns 

to blocks in order to reduce the number of bit flips to a non-volatile 
main memory by selectively writing back modified sections, omitting 
write-back operations to some unmodified sections [1]. Traditional 
wear-leveling techniques typically involve the use of counters and 
reassign or swap active locations to less active locations.  Other wear-
leveling techniques have included set-remapping or swapping 
strategies [5][26], and a global counter for write activity in the cache 
to trigger invalidation [5]. The closest proposal to ours is the 
EqualWrites work [20] which tracks writes to all blocks within a set, 
and redirects future writes to cold blocks.  

In this paper, we consider two light-weight cache replacement 
policies to improve the overall expected lifetime of an L2 cache. In 
contrast to prior wear-leveling work, our proposals have low overhead 
and an insignificant impact on performance. 

3. Hybrid Replacement Policies 
We propose two different types of replacement policies to improve 

the expected lifetime of a non-volatile memory cache.  The first 
implementation is a light-weight hybrid-random approach which 
periodically switches between a traditional replacement algorithm and 
a random replacement algorithm in order to introduce shuffling of 
actively written cache lines within a given set.  The second approach 
entails the use of approximate counters to track write activity by cache 
line and subsequently evicts those which have a high volume of writes 
in order to promote shuffling of these lines with high write activity into 
alternative lines within the cache set. 

3.1 Motivation 
A major reliability problem in STT-RAM and other non-volatile 

memories is when cells exhibit hard failures after a certain number of 
write operations. This problem is compounded by asymmetric write 
distribution across lines in a cache, where lines at the high-end of the 
write distribution experience a lot more frequent writes than the average 
cache line. This necessitates the use of wear-leveling approaches in 
order to extend the lifetime of a non-volatile memory device.  

Here we consider an L2 cache with LRU replacement, in order to 
illustrate the potential lifetime issues associated with non-volatile 
memory caches.  Utilizing an STT-RAM cache at the L2 cache level 
may be useful in mobile and embedded processors that can benefit from 
the power and area advantages of STT-RAM but may not have a three-
level cache hierarchy. We tracked write operations from a single core 
CPU to individual cache lines over an interval of 50 billion instructions 
for a set of graphics and SPEC benchmarks (described in Section 4).  
Based on the worst-case (maximum) number of writes to a single cache 
line, this value was extrapolated assuming a 4GHz processor and 
endurance values of 1010 and 1012 writes to estimate the expected time 
to the first hard failure event in this L2 cache. Table 1 lists the expected 
lifetimes for the L2 cache based on the specified workloads running 
continuously. Given an endurance of 1010 writes, the expected lifetimes 
based on all benchmarks were less than 62 days, and thus a 1010 write 
cycle endurance would be infeasible at the L2 cache level.  Assuming 
an endurance of 1012 writes, the expected lifetimes of the L2 cache for 
10 out of 16 tested benchmarks are projected to be less than 5 years.   

The distribution of write operations to individual cache lines is 
shown for the Furmark, Piano and Volplosion benchmarks in Fig. 1, for 
LRU replacement and 100% random replacement, which illustrates the 
asymmetric distribution of writes across cache lines.  The dark blue ‘x’ 
markers represent the lines belonging to the set which contains the 
cache line with the most write operations under LRU replacement, and 
the magenta circle/diamond markers indicate the lines belonging to the 
set that contains the cache line with the most write operations under 
random replacement. The light blue points correspond to the rest of the 
lines in the cache. These figures illustrate that in these cases, the set 
with the worst-case line in terms of high write activity has uneven write 
activity within the set, which could potentially be improved by wear-

TABLE I.  EXPECTED 1MB, 16-WAY L2 CACHE TIME-TO-FAILURE  

WITH LRU REPLACEMENT 

Benchmark 

L2 Cache 

Expected Time to 

Failure a 

Benchmark 

L2 Cache 

Expected Time to 

Failure a 

1010 

Writesb 

1012 

Writes 

1010 

Writes 

1012 

Writes 

Days Years Days Years 

Furmark 27.3 7.48 Gobmk 13.0 3.56 

Piano 14.5 3.96 H264ref 61.9 16.97 

Plot3D 4.0 1.09 Hmmer 5.5 1.52 

Triangle 25.6 7.03 Libquantum 18.9 5.18 

Volplosion 15.7 4.29 Mcf 9.4 2.59 

Astar 22.8 6.25 Namd 6.6 1.82 

Bzip2 13.8 3.79 Perlbench 24.0 6.58 

Gamess 2.0 0.56 Sjeng 16.5 4.52 

a. Based on a 50-billion instruction interval from each workload, applied to a two-level 

data cache hierarchy with a 32KB 8-way L1 cache and a 1MB 16-way L2 cache, with 

LRU replacement. Assumes a 4GHz processor, and write endurances of 1010, 1012, and 

1014 write operations. 

b. Time to failure associated with 1010 write endurance is specified in number of days, 

while the time to failure associated with 1012 write endurance is given in number of years. 

 



 

 

leveling.  Furthermore, random replacement results in a sharp reduction 
in the maximum number of writes to a single cache line for the Furmark 
and Volplosion benchmarks.  With random replacement, the Furmark 
benchmark appears to encounter a limiting worst-case set, where the 
write activity in most of its lines is uniformly high. The Piano 
benchmark shows the least improvement of the three with random 
replacement, but still exhibits uneven write distribution across the set 
with the worst-case line. While switching to random replacement 
improved the writes in the worst-case set under LRU replacement for 
the Piano benchmark, improvement for this benchmark is limited since 
the worst-case set under random replacement has a mean write count 
that is closer to the maximum cache line write count.   

For workloads with access patterns where the mean write count to 
individual cache lines is low relative to the maximum write count 
observed by a single cache line, applying wear-leveling within sets 
should result in significant improvement in the expected lifetime.  Fig. 
2 illustrates that the distribution of write operations across cache sets 
for the Furmark benchmark is also asymmetric, but the mean value is 
significantly closer to the maximum value in this case.   

While some leveling of write operations across the cache may occur 
over time with paging as different applications are run, there will likely 
still be high write activity to certain lines in the cache for given 
workloads which will negatively impact the expected time to failure 

without any wear-leveling strategies.  In order to alleviate this 
asymmetric write activity within cache sets, we propose two 
replacement policies to provide lightweight wear-leveling for a non-
volatile memory cache. 

3.2  Hybrid Random Replacement Policy 
We propose a hybrid random replacement policy which injects 

occasional randomization in the choice of victim cache lines while 
using traditional LRU (least-recently-used) replacement otherwise for 
performance.  This hybrid policy switches between the two distinct 
replacement policies, applying each policy over a fixed interval.  The 
principal motivation is to alternate between a primary replacement 
policy that achieves high performance and a secondary replacement 
policy that promotes more even wear within cache sets with random 
eviction.  By using random replacement as the secondary policy, hot 
cache lines which otherwise would not be evicted have a higher chance 
of being evicted and subsequently shuffled to different cache lines when 
they are brought back into the cache.   

For this type of hybrid random replacement policy, there are two 
different time interval parameters to be considered.  First, there is the 
total length of the repeated pattern interval, or the sum of the primary 
and secondary replacement interval lengths.  Secondly, there is the 
percentage of time over which the secondary replacement policy should 

 

Fig. 1. Normal quantile plots and corresponding histograms of the number of write operations occurring on individual cache lines in a 1MB, 

16-way L2 cache for an interval of 50-billion instructions, using LRU or 100% random replacement, on three benchmarks: Furmark, Piano, 

and Volplosion.  Lines from the set containing the cache line with the most write operations under LRU replacement are shown by x markers 

in dark blue; lines from the set containing the cache line with the most write operations under 100% random replacement are shown in magenta. 



 

 

be applied relative to the first, which determines the relative interval 
lengths over which the primary and secondary policies should be 
applied.  In order to minimize the impact to performance, the primary 
policy should be applied for a longer interval of time than the secondary 
policy, so the percentage of the secondary policy should be fairly small. 
If randomization is applied at a coarse granularity, with a large repeat 
interval window, then we would expect to get higher performance, but 
lower lifetime endurance. Conversely, applying randomization at a 
finer granularity with a shorter repeat interval window will likely result 
in better lifetime endurance at the cost of reduced performance. By 
injecting more frequent randomization events, there should be a lower 
chance of hot data remaining in the same cache line over an extended 
period of time, but this will also be dependent on the workload and the 
number and distribution of cache misses.   

This strategy might also be implemented in multiple stages across 
the expected lifetime of the processor: in the initial phase of usage, the 
amount of randomization introduced into the line eviction pattern may 
be none or very low in order to achieve high performance, however as 
the processor ages, an increasing percentage of randomized events may 
be injected into the victim line selection, allowing for slightly decreased 
performance in order to prolong the processor lifetime.  Since this 
method involves alternating between two replacement policies over a 
fixed interval of time, there is low additional overhead necessary for 
this solution compared to other wear-leveling approaches. 

3.3  Approximate Write Counter Replacement 

Policy 
We also consider a replacement policy which utilizes approximate 

write counters for each cache line.  By allocating 4 bits per cache line 
for an approximate counter in the style of Morris’ algorithm [7], we can 
estimate a maximum count of 32,767 writes per line.  Given a 3-bit 
write counter, an approximate maximum count of 127 writes per line 
may be tracked.  When a write occurs on a given line, the corresponding 
approximate write counter should be incremented as follows: if the 
current value of the counter is n, then the counter should be incremented 
with probability 1/(2n).  When a line must be selected for eviction from 
a set, if there exists a line in the set for which the write counter is at its 
maximum value, then that line should be selected for eviction, 
otherwise a victim line should be selected according to LRU 
replacement. When a new line is brought into the cache, the 
approximate write counter is reset to 0.   

In this study, a 4-bit approximate write counter and a 3-bit 
approximate write counter were evaluated. For a cache with 64-byte 
lines, the application of 4-bit write counters per cache line corresponds 
to a 0.78% storage overhead.  For a 1MB cache with 64-byte lines, 8KB 
of storage would be required for these approximate counters.  
Approximate write counters of 3 bits per cache line would correspond 
to a 0.59% storage overhead.  The total number of writes to these 
counters will be equal to the number of write operations on the 
corresponding cache lines, at maximum.  There would also be 
additional logic associated with incrementing these counters and 
detecting the maximum write counter states for selection of a victim 
line from a set.  While additional overhead is required for the 
approximate write counter replacement policy, this policy should 
increase the likelihood of evicting a hot cache line and causing it to be 
reallocated to another line within the set.  Mittal and Vetter used 
counters to record the number of writes to a block relative to other lines 
in the same set, but they did not use approximate counters so they had 
a higher storage overhead [20]. 

While not the primary intention of this strategy, injecting random 
events into the eviction stream may also result in an added security 
benefit, depending on the random implementation.  Replacement 
algorithms with predictable line eviction are potentially at risk from 
targeted attacks to wear out a particular memory location.  If random 
behavior is injected into the cache line eviction pattern, this may help 
make the device less vulnerable to targeted wear out attack. 

Note that both of these replacement policies are expected to result 
in significant improvement in the overall lifetime for workloads for 
which the mean number of writes to a single cache line is substantially 
lower than the maximum number of writes observed to a single cache 
line.  These policies both address the issue of intra-set wear-leveling, 
and will likely improve the lifetime where the write access patterns are 
not heavily weighted toward a minority of sets.  In other words, if there 
is only one hot cache set or a few hot cache sets with many more total 
writes than the other cache sets, an additional wear-leveling approach 
for inter-set distribution would be needed in order to further improve 
the lifetime. 

4. EXPERIMENTAL SETUP 

4.1 Methodology 
The proposed replacement policy strategies were evaluated using 

the Simics simulation environment [18].  A modified cache model was 
applied, based on the built-in standard cache model.  In these 
experiments, a single core system was simulated, with a two-level cache 
hierarchy.  Workloads were executed on disk images running Red Hat 
Enterprise Linux Server 6.4 and CentOS7.  In order to approximate the 
worst-case lifetime estimate and isolate the randomization effects of the 
proposed policy for evaluation, only the L1 data cache was enabled.  
While the inclusion of the L1 instruction cache should increase the 
overall number of writes in the shared L2 from initial cache misses, 
these should further improve the estimated lifetime through the 
occurrence of more eviction opportunities in the L2 cache.    

Multiple configurations were set up where only the L1 cache 
parameters were left unchanged.  These configurations have been 
summarized in Table I.  The second row in the description for each 
cache specifies the replacement algorithm for the cache.          Simulation 
data for each benchmark was collected over 50-billion instructions, 
after first allowing it to run for 10-billion instructions with the cache 
enabled to warm up the cache.  For each combination of L2 size and set 
associativity, results were collected using only LRU replacement and 
only random replacement in the L2, to be compared with the proposed 
implementations.  It has to be noted that we did not compare with prior 
wear-leveling techniques since our focus was to present a mechanism 
that had low hardware overhead and little performance impact, which 
is different from prior work that has higher hardware complexity. 

 

Fig. 2.  Normal quantile plot of the number of write operations 

occurring in cache sets in a 1MB, 16-way L2 cache for an interval 

of 50-billion instructions from the GpuTest Furmark benchmark.  

The mean (maximum)  number of writes to a single cache set is 

87876 (221737) writes. 



 

 

TABLE II.  SIMULATION PARAMETERS 

Level Description 

Core Intel® Core™ i7, 4GHz frequency 

L1 

Cache 

32KB data cache 

8-way set associative, 64-byte block size 

LRU Replacement 

L2 
Cache 

n MB cache  (0.5 ≤ n ≤ 8) 

k-way set associative, 64-byte block size (8 ≤ k ≤ 32) 

LRU 
m% Random,  
(100 – m)% LRU 

Approximate 
Write Counter 

Main 
Memory 

2 GB 

   For evaluation of varying lengths of the repeated interval for the 
hybrid replacement policy, the L2 cache configuration was 1MB, 16-
way set associative.  Repeated interval sizes of 10-million instructions, 
100-million instructions, and 1-billion instructions were tested, with 
1%, 5%, 10%, 20%, 30%, 40%, 50%, and 60% random replacement.  
For each of these hybrid replacement policy configurations, the 
repeated interval length was subdivided into an initial interval during 
which LRU replacement was applied, followed by a second interval 
over which random replacement was employed.  As an example, for the 
10% random hybrid policy with a repeated interval of 10-million 
instructions, LRU was applied for 9-million instructions, followed by 
random replacement applied over the next 1-million instructions, and 
repeated as such over the course of the simulation.  Data from two 
separate runs of each configuration were collected, and result values 
were averaged between the two data sets.  The resulting worst-case 
numbers of writes to a single cache line were averaged before 
estimating the time-to-failure. Two versions of the approximate write 
counter policy were tested: a 4-bit write counter and a 3-bit write 
counter. 

 Results for the hybrid replacement policy and the approximate 
write counter policy were also tested across varying cache sizes and set 
associativity.  In these tests, a repeated interval size of 10-million 
instructions was selected, with 1% and 10% random replacement.  

4.2 Benchmarks 
The proposed replacement policies were evaluated using eleven 

selected benchmarks from the SPEC2006 benchmark suite [24], astar, 

bzip2, gamess, gobmk, h264ref, hmmer, libquantum, mcf, namd, 

perlbench, and sjeng, and five selected benchmarks from GpuTest [8], 

FurMark, PixMark Piano, Plot3D, Triangle, and PixMark Volplosion, 

for OpenGL 2.1.  PixMark Piano and PixMark Volplosion are pixel 

shader tests.  Piano is a fully procedural raymarched distance field 

scene and Volplosion is a volumetric explosion shader.  Triangle is a 

simple 3D scene. Plot3D is a 3D surface plot vertex shader test.  

FurMark is a stress test that uses fur rendering algorithms.  These 

benchmarks were chosen to provide a range of traditional workloads 

and graphics workloads that could potentially run on target systems 

with a 2-level cache hierarchy. The selected benchmarks from 

SPEC2006 were run in Red Hat Enterprise Linux Server 6.4, and the 

GpuTest benchmarks were run in CentOS7.  Only one set of hybrid 

replacement results were recorded for each of the SPEC2006 

benchmarks, while two sets were recorded and averaged for the 

GpuTest benchmarks.  Results were collected in a 50-billion 

instruction interval window in the middle of execution, after allowing 

for warmup.  

5. RESULTS 

5.1  Hybrid Random Replacement and 

Approximate Write Counters 
We show an estimate for time-to-failures for a 1MB, 16-way, L2 

cache estimated based on the maximum number of writes observed by 
a single cache line in Fig. 3. This data demonstrates that a small 
percentage of random replacement may have a significant impact on 
the expected lifetime for an STT-RAM cache.  The hybrid-random 
replacement policy with 10% random replacement was tested with two 
different repeated interval lengths: 1-billion instructions and 10-
million instructions. The expected time-to-failure results for both 
interval lengths were comparable across most benchmarks. However, 
there were several benchmarks (e.g., h264ref and perlbench) where the 
shorter repeated interval resulted in significantly longer time-to-failure 
due to earlier evictions of blocks with high write counts, which reduces 
the maximum number of writes to a cache block within a set.  To 
estimate the “ideal” lifetime with our policies for each benchmark in 
Fig. 3, we first identified the set with the highest number of writes for 
that benchmark, and then determined the best-case number of writes 
to a single line in that set, assuming that the total writes are evenly 
distributed across all lines in the set. 

 
Fig. 3. Estimated Years to Failure for 1MB, 16-way L2 Cache based on an endurance of 1012 writes. 



 

 

While most benchmarks showed varying degrees of improvement 
for the hybrid-random replacement policy over LRU replacement, the 
Piano, gamess, libquantum, and mcf benchmarks showed very little 
improvement or slightly worse expected lifetimes, even with 100% 
random replacement.  This will be discussed further in Section 5.3.  

While some workloads did not have a lot of improvement with the 10% 
hybrid-random replacement policy, such as Volplosion and bzip2, 
there was significant improvement observed with the 100% random 
replacement policy, which suggests that for these benchmarks, a higher 

TABLE III.  MEAN AND MAXIMUM CACHE LINE WRITE OPERATIONS, YEARS-TO-FAILURE, READ MISSES PER KILO-INSTRUCTION (MPKI), WRITE 

OPERATIONS PER KILO-INSTRUCTION (WPKI) IN 1 MB, 16-WAY L2 CACHE FOR LRU REPLACEMENT, HYBRID-10% RANDOM REPLACEMENT, 100% RANDOM 

REPLACEMENT AND APPROXIMATE WRITE POLICY WITH 3-BIT COUNTERS 

 LRU Replacement Hybrid - 10% Random – 10-million instr. interval 

Benchmark 
Years-to-

Failure 

Mean 

Writesa 

Max 

Writesa MPKI WPKI 
Years-to-

Failure 

Mean 

Writesa 

Max 

Writesa 
MPKI WPKI 

Furmark 7.48 5492.23 52966 0.869 1.800 23.90 5437.01 16587 0.872 1.790 

Triangle 3.96 42384.03 100119 6.174 13.888 5.49 42513.48 72246 6.247 13.931 

Piano 1.09 52601.24 363643 0.045 17.236 1.16 52592.11 341437 0.045 17.233 

Volplosion 7.03 466.50 56416 0.042 0.153 7.56 469.55 52461 0.042 0.154 

Plot3D 4.29 19076.53 92394 2.936 6.251 8.69 19092.52 45604 2.943 6.255 

Astar 6.25 26134.53 63391 3.347 8.564 6.40 25993.13 61885 3.289 8.517 

Bzip2 3.79 27314.30 104504 3.320 8.950 3.94 27400.05 100579 3.340 8.978 

Gamess 0.56 6482.52 708289 0.040 2.124 0.70 6580.37 569584 0.041 2.156 

Gobmk 3.56 10102.88 111264 0.624 3.310 6.34 10124.02 62504 0.630 3.317 

H264ref 16.97 8059.33 23356 1.421 2.641 22.27 8066.59 17796 1.421 2.643 

Hmmer 1.52 40492.68 260463 6.163 13.269 2.85 40362.71 139086 6.115 13.226 

Libquantum 5.18 42509.10 76449 2.039 13.929 3.91 42534.61 101361 2.039 13.938 

Mcf 2.59 103107.62 153158 22.678 33.786 2.44 103196.10 162768 22.712 33.815 

Namd 1.82 5816.08 218203 0.119 1.906 4.24 5844.84 93437 0.124 1.915 

Perlbench 6.58 5104.92 60277 0.656 1.673 16.10 5118.19 24612 0.663 1.677 

Sjeng 4.52 4194.41 87616 0.443 1.374 10.25 4253.31 38654 0.449 1.394 

 

 100% Random Replacement Approximate 3-bit Write Counter 

Benchmark 
Years-to-

Failure 

Mean 

Writesa 

Max 

Writesa 
MPKI WPKI 

Years-to-

Failure 

Mean 

Writesa 

Max 

Writesa 
MPKI WPKI 

Furmark 25.71 5649.97 15420 0.932 1.852 24.82 5468.86 15973 0.869 1.792 

Triangle 5.33 44949.42 74396 7.101 14.709 5.63 42407.74 70358 6.201 13.896 

Piano 1.22 52615.54 324622 0.051 17.239 1.16 52603.97 342210 0.050 17.237 

Volplosion 13.40 483.21 29588 0.046 0.157 25.84 468.64 15341 0.042 0.154 

Plot3D 8.84 19647.98 44828 3.103 6.400 9.05 18983.06 43799 2.928 6.220 

Astar 8.16 25624.59 48556 3.100 8.328 6.22 26284.94 63739 3.399 8.613 

Bzip2 7.35 28372.27 53937 3.658 9.300 3.93 27388.14 100747 3.328 8.975 

Gamess 0.87 6514.05 458222 0.043 2.139 0.73 6380.20 542454 0.043 2.091 

Gobmk 11.15 10496.08 35537 0.752 3.440 8.22 10135.74 48226 0.632 3.321 

H264ref 20.65 7970.54 19198 1.390 2.623 22.90 8113.99 17311 1.430 2.659 

Hmmer 4.43 38043.78 89407 5.350 12.438 7.48 40426.66 53020 6.157 13.247 

Libquantum 5.23 42612.82 75760 2.062 13.960 4.64 42513.44 85398 2.038 13.931 

Mcf 2.45 104264.55 162076 23.063 34.181 2.78 102214.17 142359 22.475 33.494 

Namd 5.44 5891.44 72895 0.145 1.931 6.81 5877.01 58169 0.125 1.926 

Perlbench 16.86 5294.00 23504 0.714 1.735 18.63 5118.31 21280 0.659 1.677 

Sjeng 15.25 4357.19 25986 0.481 1.432 22.93 4054.63 17286 0.446 1.329 

a. Mean and Maximum Writes per individual cache lines. 

 

 

 
 



 

 

percentage of hybrid-random replacement should result in improved 
lifetimes approaching the 100% random replacement estimate.   

The approximate write counter implementation resulted in 
expected lifetimes comparable to or better than 100% random 
replacement for many of the benchmarks, however for five SPEC 
benchmarks, the results from the approximate write counter were not 
as good as with 100% random replacement.  Using an approximate 
counter with 3 bits resulted in similar or better lifetime results in most 
cases, compared to applying an approximate counter of 4 bits, likely 
due to the more probable occurrence of reaching a maximum write 
counter value.  This also resulted in small differences in the Misses Per 
Kilo Instructions (MPKI) and Writes Per Kilo Instructions (WPKI).  
Complete summary statistics for the baseline LRU replacement, 10% 
hybrid-random replacement, 100% random replacement, and the 3-bit 
approximate counter method are shown in Table III. The observed 
increases in MPKI for the proposed 10% hybrid-random and 

approximate write-counter policies were low.  For the 10% hybrid-
random replacement policy, the largest absolute increases were 0.07 
MPKI for Triangle, 0.03 for mcf, and 0.02 for bzip2.  For the 
approximate write-counter policy, the MPKI differences were even 
lower, where the largest observed were 0.05 MPKI for astar, 0.03 for 
Triangle, and 0.01 for h264ref.  Since the observed MPKI differences 
were so small relative to the baseline LRU, we decided not to perform 
a separate IPC evaluation. 

The libquantum benchmark exhibited comparable lifetimes with 
random replacement, and a lower estimated lifetime with the 
approximate write counter. When we investigated the distribution of 
write operations across the cache sets and ways for this benchmark, it 
appears that there is a regular pattern of write activity such that nearly 
half of the sets have a similar number of writes and the writes across 
the set are already fairly evenly distributed. The use of the approximate 
write counter method introduced more irregularity in the number of 
writes in the set, and consequently decreased the expected lifetime. 
This type of workload, where the write activity in the worst-case set(s) 
is evenly distributed across the set, would require an inter-set strategy 
for wear-leveling to further improve the lifetime. However, utilizing 
10% hybrid-random replacement may still result in comparable 
lifetimes. 

5.2 Hybrid Replacement Sensitivity to Random 

Injection Granularity 
The granularity of the interval size may impact both the expected 

lifetime and the performance.  As seen in Fig. 3, with a random 
replacement percentage of 10%, a repeated interval size of 10-million 

instructions appears to result in slightly longer time-to-failure than a 
repeated interval of 1-billion instructions.  Fig. 4 shows the results 
from three different interval sizes for the repeated interval: 10-million, 
100-million, and 1-billion instructions, collected using the GpuTest 
benchmarks.  From Table IV, which provides detailed results from 
FurMark across varying hybrid replacement configurations, we 
observe some increases in lifetime with more fine-grained random 
eviction events, however this trend was not exhibited uniformly.  
Coarser granularity was expected to result in better performance and 
decreased lifetime.  However, this may be partly due to the fact that 
some of the hybrid random replacement results were comparable to 
those recorded with 100% random replacement, particularly for 
Triangle, Piano, and Plot3D.  Secondly, some of this variation may be 
due to the random nature of the replacement algorithm, and it may be 
that if more samples are taken across these benchmarks, a clearer trend 
would be observed.  

While the misses per kilo-instruction (MPKI) and writes per kilo-
instruction (WPKI) increase as expected with increasing percentages 
of random replacement, as shown in Table V for Furmark, the results 
suggest that the MPKI increase at low percentages of random 
replacement may be tolerable, while providing an increase in the 
lifetime of the device.  The hybrid-random replacement policies with 
1% and 10% random replacement over a repeated interval of 10-
million instructions were selected for testing in Section 5.4 and Section 
5.5 for sensitivity to cache size and associativity. 

5.3 Cache Line Write Operations with LRU 

Replacement 
In order to better understand why the hybrid replacement and the 

approximate write counter replacement algorithms do not result in 
significant improvement on several of the benchmarks, we take a 
closer look at the write access patterns and workload behavior given 
LRU replacement. A summary of the mean and maximum cache line 
write counts for each benchmark are shown in Fig. 5.  Note that in this 
graph, the WPKI is the sum of the MPKI and the write requests PKI 
(not shown) from the L1 cache.  The results from the 10% random 
hybrid replacement policy with a 10-million instruction repeated 
interval show reductions in the maximum write operations observed 

TABLE IV.  EXPECTED TIME-TO-FAILURE IN YEARS FOR FURMARK 

FOR REPEATED INTERVAL SIZES IN A 1 MB, 16-WAY L2 CACHE 

Replacement 

Policy 

Repeated Interval Length 

10-million 

Instructions 

100-million 

Instructions 

1-billion 

Instructions 

1% Random 18.81 17.66 19.00 

5% Random 24.63 21.87 23.40 

10% Random 23.90 25.61 23.15 

20% Random 25.32 25.59 23.47 

30% Random 25.53 26.47 25.16 

40% Random 25.52 24.36 25.59 

50% Random 25.90 25.66 25.03 

60% Random 25.43 25.61 25.90 

100% Random    25.71 

 

TABLE V.  MEAN AND MAXIMUM CACHE LINE WRITE 

OPERATIONS, READ MISSES PER KILO-INSTRUCTION (MPKI), WRITES 

PER KILO-INSTRUCTION (WPKI) IN A 1 MB, 16-WAY L2 CACHE 

Replacement 

Policy 

GpuTest Furmark Results for 1MB,  

16-way L2 Cache 

Max 

Writes 

Years-to-

Failure 
MPKI WPKI 

LRU 52966 7.48 0.869 1.780 

1% Random 21078 18.81 0.868 1.791 

5% Random 16090 24.63 0.870 1.786 

10% Random 16586 23.90 0.871 1.782 

20% Random 15652 25.32 0.880 1.797 

30% Random 15527 25.53 0.890 1.814 

40% Random 15532 25.52 0.891 1.802 

50% Random 15303 25.90 0.900 1.819 

60% Random 15587 25.43 0.905 1.816 

100% Random 15419 25.71 0.934 1.863 

Approx. Write 15934 24.88 0.875 1.792 

a. Repeated interval length of 10-million instructions for the hybrid random 

replacement policies. 

 



 

 

by a single cache line, while increasing the total number of writes 
and/or the number of misses.  Fig. 6 indicates the distribution of write 
operations across the cache according to sets and ways for several 
selected benchmarks. 

For the mcf benchmark, we note in Fig. 5 that the mean write count 
to individual cache lines is high relative to the maximum write count, 
suggesting that it will be difficult to improve time-to-failure on this 
benchmark without more aggressive wear-leveling.  For the piano and 
gamess benchmarks, while the mean write count per cache line is much 
lower than the maximum write count, both of these benchmarks have 
very low MPKI, as indicated in Table III.  From the sample intervals 
for these benchmarks, an MPKI of 0.045 was observed for piano, and 
an MPKI of 0.040 for gamess.  Due to this low MPKI, the cache lines 
with the most write activity have a low chance of being evicted during 
the random replacement window.  The next lowest MPKI across these 
benchmarks was 0.042 for volplosion. However, volplosion also has 
fewer total writes than either of the other two benchmarks, so the 
impact on lifetime due to missing the eviction of an actively written 
cache line should be lower.  More specifically, it is not just a low MPKI 
which will adversely affect the lifetime improvement under hybrid-
random replacement, it is a low MPKI in the set with high write 
activity which will cause the most difficulty for this approach.  

In Fig. 6(i), the distribution for the furmark benchmark with LRU 
replacement exhibits high write activity localized to only a few lines 
within the set.  This write activity becomes distributed across the cache 
set with the introduction of 10% hybrid-random replacement, as 
illustrated in Fig. 6(ii).   In the astar and libquantum workloads, the 
sets with the most write activity have fairly high activity across the 
entire set.  Consequently, these two benchmarks did not have much 
improvement given hybrid random replacement. The libquantum 
benchmark exhibits a very regular access pattern across the cache and 
subsequently the introduction of random replacement resulted in 

 
Fig. 5. Stacked bar graph of the mean and maximum write 

operations observed by individual cache lines in a 1MB, 16-way 

L2 cache with LRU replacement over an interval of 50-billion 

instructions.  Line graph of the total write operations per kilo-

instruction (WPKI) and the misses per kilo-instruction (MPKI). 

 
Fig. 4. Estimated Years to Failure for varying interval sizes of the hybrid replacement policy vs. LRU and 100% random replacement. 



 

 

comparable expected lifetimes to the LRU baseline, sometimes 
slightly better or worse, since the introduction of random replacement 
will slightly increase the number of writes. By contrast, perlbench 
shows more uneven distribution of write operations within the sets 
with the most write activity, and applying the hybrid replacement 
policy resulted in greater improvement in the expected lifetime. 

5.4  Sensitivity to Cache Size 
Data was collected for the 10-million instruction repeat interval 

with 1% and 10% random replacement, across varying cache sizes 
with 16-way associativity, the results of which are shown in Fig. 7.  As 
the cache size increases, random replacement tends to improve the 
expected time-to-failure.  For increasing cache sizes, it appears that the 
use of the approximate write counter replacement policy also tends to 
result in improved expected lifetimes.  For the hybrid-random 
replacement policies, different percentages of random replacement 
may be optimal for different workloads.  The 10% random hybrid 
replacement policy in three of the GpuTest benchmarks tends to result 
in longer expected lifetimes.   

The Furmark, Triangle, and Plot3D benchmarks exhibit increased 
expected lifetimes with 100% random replacement compared with 
LRU replacement when applied to larger L2 cache sizes.  By 
increasing the cache size while keeping the same associativity, 
addresses which mapped to the same set in a smaller-sized cache will 
be split between multiple sets in a larger-sized cache.  This may result 
in two different effects that influence the cache lifetime.  First, the 
average read/write activity per cache line will decrease as cache size 
increases, and subsequently the average activity per cache set will also 
decrease, which may make it less likely for a cache line with high 
read/write activity to be evicted from the cache under LRU 

replacement.  Secondly, the decrease in average write activity per 
cache set will make it more likely to encounter an uneven write 
distribution across the set with the worst-case cache line, thus 
providing more opportunity for improvement through hybrid-random 
replacement. 

However, for the Volplosion benchmark, while 100% random 
replacement still improves the lifetime compared to LRU replacement, 
the effectiveness decreases when applied to larger cache sizes. This 
particular effect may be due to decreased MPKI in a set containing a 
line with high write activity.  As the cache size increases, the average 
number of misses to each cache set decreases, which may also 
correspond to a decrease in the probability of a read miss event in the 
cache set containing an active cache line with high write activity, 
subsequently reducing the likelihood that cache lines with high write 
activity will be shuffled to alternative cache lines.  This phenomenon 
may also explain the trend of decreased expected lifetimes observed 
for 1% hybrid-random replacement for the Furmark benchmark.  For 
the 10% hybrid-random replacement policy applied to Furmark, 
Triangle, and Plot3D across increasing cache sizes, the expected 
lifetimes increase at first and then start to decrease, which may be 
attributed to the combination of these two contrasting effects. 

5.5 Sensitivity to Cache Associativity 
Data was also collected for a 1MB L2 cache with 8-way, 16-way, 

and 32-way associativity, and the results are presented in Fig. 8.  
Improvement in the expected lifetimes resulting from the hybrid-
random replacement policies is typically observed with increasing set-
associativity. We attribute this improvement to the larger number of 
blocks in a set which results in a lower likelihood that a high write 
count block will be evicted then inserted into the same cache way.  

 
 Fig. 6.  Contour plots of writes operations in a 1MB L2 cache for furmark, astar, and libquantum with LRU and furmark with hybrid-

random replacement. 



 

 

5.6 Discussion 
 Application of the hybrid-random replacement policy with 10%  
random replacement results in an improvement in the expected lifetime 
ranging from 0.5 years to 16 years over baseline LRU for 10 out of the 
16 benchmarks tested.  In the evaluation of the hybrid replacement 
policies, we observed that if the mean write count for a benchmark is 
high relative to the maximum write count observed by a single cache 
line under LRU replacement, or the write activity in the worst-case set 
is uniformly high, then more aggressive wear-leveling will be required 
to extend the lifetime.  A mechanism that rotates or shuffles the set 
mappings periodically would likely further improve the lifetimes of 
workloads with these types of memory access patterns.  Also, if the 
MPKI in a benchmark is very low in the set with high write activity, 
then it may be difficult to get lifetime improvement with hybrid-
random replacement. We recommend choosing the 10% random 
policy since it provides the majority of the lifetime extension benefit 
with almost no impact on performance. 

 Our approximate write counter approach extends the lifetime by 
1.7 to 18.8 years, using 3-bit write counters, but has additional storage 
and logic overhead associated with the implementation of the 
approximate counters. However, it provides solid lifetime 
improvements across workloads with insignificant performance loss. 
Our hybrid-random mechanism (Hybrid-10-million-10%-random) 

incurs an insignificant increase in MPKI across workloads, while there 
is practically no performance loss from our approximate 3-bit counter 
mechanism. 

6. CONCLUSION 
The hybrid-random replacement policy applied with small random 

replacement percentages in an L2 cache results in a reduced number of 
maximum write operations to a single cache line across multiple 
benchmarks and subsequently extends the lifetime compared to 
baseline LRU replacement.  While the approximate write counter 
replacement policy is more effective on some benchmarks than hybrid-
random replacement, it also has a higher associated overhead. The 
hybrid-random replacement policy provides a low overhead approach 
to extending the overall lifetime of a non-volatile L2 cache.  

Our proposed mechanisms provided simple architectural solutions 
to improve wear-leveling of a non-volatile memory based cache. Such 
mechanisms present a step in the right direction towards making STT-
RAM a feasible option for an L2 cache. However, further mechanisms 
need to be developed for workloads where the lifetime improvement 
will not be sufficient to reach a reasonable expected lifetime for the 
processor. Future work will focus on achieving more aggressive wear-
leveling without adding significant performance overheads.  

 
Fig. 8.  Time-to-Failure comparison for hybrid replacement policies across varying set-associativity in a 1MB L2 cache. 

 
Fig. 7. Time-to-Failure comparison for hybrid replacement policies across varying L2 cache sizes with 16-way associativity. 
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