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Abstract- We present a detailed analysis of the bandwidth
requirements in a network-on-chip at high and low voltages.
We propose mechanisms to maintain the functionality of a
system-on-chip despite the presence of failures in the network-
on-chip used to connect its components. Our mechanisms
alleviate failures in the links and/or the connected buffers, and
allow voltage scaling for the network. Our best mechanism
allows reliable network operation well below 500 mV while
reducing power by more than a factor of 5 and energy by 28%
compared to a baseline without fault-tolerance mechanisms.
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I.INTRODUCTION

Until recently, area, performance, cost, reliability, and
testability were the main focus of microprocessor system
design. With the rise in the portable and mobile computing
markets, users are demanding longer battery life while
obtaining higher performance and a richer content. To fulfill
the requirements of these markets, designers build more
complex designs, and Systems-on-chip (SoCs) are becoming
the standard for mobile designs. An SoC is a collection of
various components (IPs) that communicate through a
communication infrastructure called a network-on-chip (NoC).
Multi-processor  systems-on-chip (MP-SoC) are used to
increase performance of mobile systems. SoCs are limited by
the interconnection fabric used for communications. Several
interconnection fabrics have been proposed: Hermes [25],
Nostrum ([20]), Spidegon [18], SPIN [3], and Aethereal [13],
in addition to a library for network-on-chip implementations
(Netmaker [4]).

With increased functionality, the number of
communication messages increases, leading to higher power
consumption and shorter battery life. Energy-efficient designs
allow longer battery life without significantly sacrificing
performance. Lowering supply voltage is the most important
tool to improve energy efficiency ([30], [32]). Processors
currently support multiple voltage and power domains: A high-
voltage mode for performance; and low-power modes to
conserve energy. Unfortunately, lowering voltage causes
failures and erratic behavior of the various components of the
SoC. Prior work focused on designing low-voltage
architectures for the SoC components [2][7][32]. In this paper,
we focus on the behavior of the communication infrastructure,
i.e., the network-on-chip.

Different types of errors can arise in an NoC: failed
buffers; non-operative links; and faulty control logic. The
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buffers and logic faults can be remedied by dimensioning

methods. The faulty links behavior remains problematic. A

link can be erroneous due to physical property of the metal. The

link would remain faulty each time the voltage is reduced, i.e.,

a persistent failure. Other non-persistent failures occur

randomly. An error in a transmission buffer renders the whole

transmission line faulty.

In this paper, we study network bandwidth
requirements at low-voltage. We show that network bandwidth
demand significantly drops at low voltage as the lower
operating frequency outweighs the bandwidth demand increase
due to higher cache miss rates. We explore the potential of
using the available bandwidth to implement simple fault-
tolerant mechanisms based on redundancy or error-correcting
codes (ECC). All mechanisms increase bandwidth demand at
low voltage to allow for a more reliable design. We
demonstrate that brute-force mechanisms that significantly
increase bandwidth demand or network latency can decrease
energy efficiency. A careful tradeoff of network bandwidth and
latency can lead to the best fault-tolerant network design.

In this paper, we make the following main
contributions:

1. We demonstrate that network bandwidth demand drops on
average to 35% of the original during the low-voltage mode.

2. We propose extending three variations of cache fault-
tolerance mechanisms to NoCs: Multi-bit Segmented ECC
(MS-ECC) [7], 4ECS5ED [2], and Triple-Modular
Redundancy (TMR) [23].

3. We show that network bandwidth and latency are important
design parameters despite the bandwidth headroom available
at low voltage. Using mechanisms that significantly increase
bandwidth demand leads to significant performance losses
and lower energy efficiency.

4. We show that our proposed ECC-based mechanisms allow
error-free low-voltage operation. The best alternative based
on MS-ECC enables the NoC to operate below 500 mV,
reduces power to less than a fifth, and reduces energy by
28% at the expense of a small decrease in performance.

In the remainder of this paper, we describe some
background and prior work in Section 2. We introduce the three
fault-tolerant mechanisms in Section 3. We explain our
evaluation methodology in Section 4. We describe our results
in Section 5, and conclude in Section 6.

I1. BACKGROUND AND RELATED WORK

Errors can be classified into non-persistent (transient)
and persistent (permanent) errors. Non-persistent errors are
temporary. Once their cause disappears, the system would
return to normal behavior. Their most common causes are
external radiation and voltage fluctuations [26], with higher



failure probability at low voltage [7]. Persistent errors are
usually caused by manufacturing-induced parameter variations
or an imperfect fabrication process. Some persistent failures are
voltage-dependent [32]. This limits voltage scaling to a
minimum voltage, Vccmin or Vmin.

Betrozzi, et al. [5], compare the energy efficiency of
the most widely used methods to remedy for transient errors.
With increased error rates, these methods need increased
complexity to detect more errors, increasing energy demand
and lowering the effective bandwidth. A widely used technique
to alleviate permanent errors is broadcasting several copies and
choosing an error free copy [10]. This method increases
network bandwidth demand and can cause deadlocks, livelocks
or starvation.

Some prior work proposed error tolerant routing
algorithms that would avoid the faulty links [12][15][24].
Hosseini, et al. [15] and Marculescu [24] propose a method
where the dynamic routing algorithm is aware of the faults and
re-routes the messages. Hosseini, et al. [15], propose masking
faulty links while still pushing a packet closer to its destination
in each routing step. Spare wires can be used to avoid
permanent errors by replacing broken links either during testing
or even at run time [21][22][27]. Yu and Ampadu [34] propose
using split transmission of packets in combination with ECC
and spare wires to address transient and permanent failures.
Lehtonen, et al. [22], propose a method where the system
detects errors at runtime using an in-line test (ILT) and a test
pattern generator. Their system reroutes data on a set of spare
wires without affecting normal network operation.

The above mechanisms require full knowledge of the
error locations distribution in the NoC. Fault-tolerant routing
algorithms require communications between routers to locate
and avoid faulty routes, therefore consuming network
bandwidth and increasing power consumption. Our proposals
can alleviate both permanent and transient errors without a
priori knowledge of error locations by using the extra available
network bandwidth.

Murali, et al. [26], offer an analysis of methods for
error resiliency in NoCs. Worm, et al. [33], propose a method
for lowering the power of networks on chip by varying the
voltage depending on the error rate in the NoC. Other
researchers tackle the errors cause by cross-talk by applying
encoding techniques to the transmissions on the bus [29].
Vellanki, et al., [31] study the use of single-error correction
codes and parity-based error detection schemes for NoCs.

Constantinides, et al. [9], evaluate many algorithms
that increase the reliability of a single CMP switch, and
demonstrate several designs that achieve a much higher
coverage for failures compared to TMR. We assume similar
resilient switch designs in our proposal and focus on failures in
network links and buffers. Fick, et al. [11], use the inherent
redundancy in network structure to maintain correct operation
at a much lower overhead than TMR by using self-testing
features in routers. In this paper, we use the inherent
redundancy in available bandwidth at low voltages to improve
reliability without relying on testing capabilities.

In this paper, we assume that the distribution of error
locations is uniform, i.e., each transistor or link has the same
probability of failure. We do not model the impact of
systematic within-die variations on the location of errors. Some
recent work by Aisopos, et al.[1], have shown that assuming
such random fault distribution would results in up to 81%
inaccuracy. However, our proposed mechanisms can tolerate

such significant inaccuracies due to the large margins we
assume when we compute the operating voltage.

II.LFAULT-TOLERANCE MECHANISMS AT LOW
VOLTAGE

In this section, we describe mechanisms that we use
to tolerate failures at low voltages: a redundancy mechanism
based on TMR, and two ECC-based mechanisms.

A. A Redundancy-Based Mechanism

A trivial implementation of TMR would be to send
each packet three times on the network from source to
destination, and perform a majority vote on each bit location at
the destination. However, such implementation would suffer
from stuck-at faults and permanent failures. We propose
tweaking the trivial implementation by sending three different
permutations of the packet from source to destination. A simple

Original Packet: 11010010

Transmitted Packets: 11010010(Original)
01001011 (Reverse order)
00101101 (Second half first)
Figure 1. Example of redundancy-based mechanism with an
8-Bit packet. Each bit of the original packet occupies three
different positions in the three transmitted packets.

implementation would be to send the following three versions
for a packet, assuming an even number of bits per packet
(Figure 1):

e The original packet.

e The original packet in reverse bit order.

e The second half of the original packet followed

by the first.

The three permutations have each bit located in
three different positions, so the same fault position will only
affect one of the three “votes” for each bit. This
redundancy-based mechanism significantly reduces the
number of failures at the destination. This mechanism has
the advantage of not requiring a priori knowledge of failure
locations in the network links or buffers, and would
significantly improve reliability at low voltage.

The main disadvantage of this mechanism is the
significant increase in network bandwidth demand and
buffering requirements. The latency overhead of reordering bits
and performing majority voting is negligible, but the circuit
needs to be implemented in all destination nodes. With non-
trivial bit failure probabilities that would occur at low voltages,
it is possible for two bit positions that participate in the
majority voting of a single source bit to both have failures. This
would greatly limit the amount of voltage scaling we can
achieve with this mechanism.

B. ECC-Based Mechanisms

ECC-based mechanisms have two main advantages
over redundancy-based mechanisms. First, ECC mechanisms
are more efficient in their bandwidth use to correct the same
number of failures. Second, ECC mechanisms are more
predictable in terms of the number of failures they can correct.
While TMR can correct up to N errors in an N-bit packet, it
could also miss some double-bit errors if both error locations
participate in the majority vote for one original bit. The main
disadvantage for ECC-based mechanisms is the increased



latency required at the source and destination to encode/decode
packets.

Four-bit Error-Correcting Code. In this mechanism, we use
a BCH code [6] similar to the 4EC5ED code explained by
Alameldeen, et al. [2]. It can detect up to five errors, and
correct up to four errors per packet. The area overhead for this
mechanism at each network node is approximately 50,000
gates; encoding latency is 1 cycle and decoding latency is 14
cycles. Assuming the packet size is the same as a cache line,
i.e., 64 bytes or 512 bits, we need to transmit 41 additional bits
for the 4EC5ED code, which leads to a bandwidth increase of
8%. However, with smaller packet sizes that are more realistic
for NoCs, the overhead is higher. A network packet size of 64
bits needs to transmit 29 additional bits for a 4EC5ED code, an
overhead of 45%. However, the smaller packet size leads to a
significant reduction in error rates (correcting up to 4 errors in
every 64 bits, instead of 4 errors in every 512 bits). The actual
bandwidth overhead will typically be larger since we need to
round the ECC size to the minimum size of a unit of transfer in
the network (flit size).

Multi-Bit Segmented ECC. In this mechanism, we adopt the
Multi-Bit Segmented ECC (MS-ECC) code developed by
Chishti, et al [7], based on Orthogonal Latin Square Codes
(OLSC) [14]. This code allows us to trade off bandwidth for
latency. The latency overhead for encoding and decoding MS-
ECC is 1 cycle. However, each 64-bit segment would require
an additional 64 bits to store the ECC code that can correct up
to 4 errors.

C. Fault-Tolerant Operation

All three of the above mechanisms follow the same
procedure to enable reliable communication on an unreliable
network at low voltage. All of the overhead occurs in the
source and destination network nodes. No additional logic is
needed at the network switches and routers.

Source Operation. The network source node (either a cache or
a memory controller) is responsible for splitting the transferred
cache line into packets. For each packet, the source nodes needs
to either encode the ECC flits or the two additional packets.
The packets are then split into flits and augmented with the
required information to be sent across the network.

Destination Operation. The network destination node needs
to buffer all flits of a packet until the whole packet reaches the
destination. For TMR, when the three packets arrive, the
destination node needs to perform bit shuffling and majority
voting. For ECC mechanisms, after the whole packet arrives,
the destination node can decode the packet to construct the
error-free packet. If caches use the same ECC format as the
network, then data could be stored in the cache in parallel with
decoding.

IV. EVALUATION METHODOLOGY

Processor Configuration. We use a modified version of the
CMPS$im simulator [16], a cycle-accurate out-of-order
processor simulator that we modified to model an
interconnection network. We simulate two operating modes for
the processor: A high-voltage mode that runs at 1.3 V with a 3
GHz frequency, and a low-voltage mode that runs at 500 mV at
500 MHz frequency [7]. The processor core is a 4-wide out-of-
order processor with an 8-stage pipeline and 128-entry
instruction window. We assume that the processor and caches

are all on the same voltage plane, and that cache accesses are
pipelined at the same processor frequency. Therefore, cache
access latency (in cycles) does not change between the high-
voltage and low-voltage modes.

Cache Configuration. We simulate a 32KB, 4-way L1
instruction cache, a 32KB, 8-way L1 data cache, a 256KB 8-
way L2 cache, and a 2MB 16-way L3 cache. All caches have
64B cache lines and implement LRU replacement. In the low-
voltage mode, we assume that the L1 cache implements word-
disable [32], and both the L2 and L3 caches implement BitFix
[32] to operate reliably at 500 mV. This cuts the cache sizes at
low voltage to 16KB, 4-way (L1 Data), 192KB, 6-way (L2),
and 1.5MB, 12-way (L3). A stride-based stream prefetcher is
implemented between each two consecutive cache levels (i.e.,
between the L1 and L2 cache, and between the L2 and L3
cache), as well as between the L3 cache and memory. The L2
cache has an access latency of 10 cycles, and the L3 cache has
an access latency of 20 cycles. We assume main memory to
have a latency of 100 ns, which is equivalent to 300 cycles in
the high-voltage mode, and 50 cycles in the low-voltage mode.

Network Configuration. We simulate a system with two
networks: a ring interconnection network that connects the
processor’s L1 cache, L2 cache, L3 cache and a memory
controller, and a bus network connecting the memory controller
to main memory. We assume a 22 GB/sec bandwidth for the
on-die network, and a 9 GB/sec bandwidth for the memaory bus,
based on approximate scaling of the Power7 bandwidth for a
single processor [17]. We modified CMP$im to model a
network-on-chip with limited bandwidth. If a network request
does not have the available bandwidth to proceed, it gets
buffered at the source, and delayed by the number of cycles
necessary to free up the network resources on a first-come,
first-serve basis. We assume that network link latency does not
change at low voltage (despite the change in processor
frequency) since the network is independent of the processor
pipeline.
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Figure 2. Average on-die bandwidth for SPEC CPU2006 benchmarks
at high voltage (3 GHz) and low voltage (500 MHz).
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Figure 3. Average memory bandwidth for SPEC CPU2006
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Figure 4. Normalized cache miss rate at low voltage for the L1, L2 and L3 caches.

Failure Probability Model. We assume that network links and
buffers have a random probability of failing that increases
exponentially at low voltage. We use the bit failure probability
measured by Kulkarni, et al. [19], for cache SRAM cells.
Benchmarks. We simulate SPEC CPU2006 benchmarks [28]
at the high-voltage and low-voltage operating modes. We run
each benchmark for 100 million instructions after a warm up
interval of 500 million instructions. We use both Instructions
per Cycle (IPC) and execution time (in seconds) as
performance metrics. We evaluate the bandwidth requirements
of different benchmarks at both high and low voltage.
Simulated Configurations. We simulated the following
configurations at low voltage:

1. Baseline. This is an ideal (unrealistic) baseline that assumes
error-free network operation at low voltage that does not
incur any additional latency or bandwidth overhead.

2. TMR. This configuration assumes that each message is sent
three times with different permutations tripling the
bandwidth demand. We assume no additional latency is
required at the source or destination since encoding and
decoding is trivial.

3.4EC5ED. Each 64-bit packet uses an additional 32-bit flit to
store a 4-bit error correcting code leading to a 50% increase
in bandwidth demand, and an additional delay of 15 cycles
per packet to encode and decode the ECC.

4.MS-ECC. This configuration assumes that each 64-bit
packet uses an additional 64 bits to store the OLSC code.
This leads to doubling the bandwidth demand, and an
additional delay of two cycles per packet to encode and
decode the ECC [7].

V. RESULTS

We study the bandwidth demand for SPEC CPU2006
benchmarks at high and low voltage then compare the
performance of our four voltage alternatives, and their relative
power and energy results.

A. Bandwidth Demand

We studied the average bandwidth demand for SPEC
CPU2006 benchmarks at high voltage (3 GHz) and low voltage
(500 MHz). Figure 2 shows the average bandwidth demand for
the on-die interconnect, while Figure 3 shows the average
memory bandwidth demand. Both graphs show that bandwidth
demand significantly drops when the processor operates at low
voltage (with one exception). On-die bandwidth drops to 19-
80% with an average drop of 35%. Memory bandwidth demand
drops to 1-59% with an average drop of 30%. The only
exception to this observation is namd’s memory demand which

increases by 3X at low voltage due to a benchmark anomaly
that increases the number of prefetches when the cache size
shrinks. However, namd’s bandwidth demand is a lot smaller
than available bandwidth, so this behavior has no impact on our
conclusions.

Intuitively, the drop in bandwidth demand can be
explained by the drop in operating frequency at low voltage
which outweighs the increase in cache miss rates with the
smaller cache sizes. The 6X frequency drop from 3 GHz to 500
MHz leads to a similar drop in the rate by which different
caches issue requests to the network. On the other hand,
decreasing the cache sizes to 50% (L1) and 75% (L2 and L3) of
their original sizes, when using word-disable (L1) and BitFix
(L2 and L3) leads to smaller increases in miss rates.

Figure 4 shows the normalized L1, L2, and L3 miss rates
(misses per thousand instructions) at low voltage. While some
benchmarks show significant increases in miss rates, the
geometric mean shows an increase of 75% in the L1 cache miss
rate, 42% in the L2 cache miss rate, and 7.3% in the L3 cache
miss rate. Some benchmarks show a significant increase in
miss rates at different cache levels. For example, gcc shows a
6.4X and a 5X increase at the L2 and L3 cache levels. This
could be attributed to the cache size shrinking below the
benchmark’s working set size. One notable exception in
Figure 5 is libquantum, where the L2 and L3 miss rates
significantly drop at low voltage. This anomaly happens
because of useful prefetches into the L2 and L3 caches that are
triggered by the additional misses in the L1 cache. These
useful prefetches would not be generated in the high voltage
mode since prefetches are triggered by cache misses, not by
cache hits.

B. Performance

In this section, we analyze performance of our three
proposed alternatives compared to the unrealistic baseline of a
low-voltage error-free network. The performance losses,
compared to the baseline, are the result of two main factors: the
increase in bandwidth demand, and the increase in cache access
latency due to ECC encoding and decoding. Bandwidth
demand increases due to the additional packets and flits sent for
TMR and ECC codes. Our performance simulation takes into
account burst request behavior: Performance will be more
affected by bandwidth demand increases when requests are
close to each other in time, since later requests will have to wait
for earlier requests to free up network resources.

Figure 5 shows the normalized execution time for the low-
voltage unrealistic baseline compared to high voltage execution
time. This data shows the impact of frequency scaling and of



ORNWAUVON®

Normalized Execution Time

Ibm |
leslie3d |

mcf ——

milc [——

gec |
libquantum |

astar
Bwaves |
Bzip2 :

CactusADM
calculix :
Dealll
gamess |
gobmk |
gromacs |
hmmer |
namd |
omnetpp |
perlbench |
povray |

sjeng
soplex:
tonto |

xalanchmk ="

zeusmp |

GemsFDTD |
h264ref |

Figure 5. Normalized execution time at low voltage (normalized
to high voltage execution time).
the shrinking cache sizes. Execution time increases between
2.3X to 7.3X, with a geometric mean of 4.7X increase.

Figure 6 shows the execution time for our three
alternatives at low voltage, normalized to the low-voltage
baseline with the unrealistic error-free network. Performance is
degraded to varying degrees based on the relative increase in
bandwidth demand and cache access latency. TMR increases
execution time by up to 174%, with a geometric mean of 33%
increase due to the 3X increase in bandwidth demand, leading
to significant delays in processing requests. 4EC5ED increases
execution time by up to 103%, with a geometric mean of 39%
increase due to the 15-cycle delay needed for encoding and
decoding, and the 50% increase in bandwidth. MS-ECC only
increases execution time by up to 30%, with a geometric mean
of 8.7%, due to doubling the bandwidth demand and the
additional encoding and decoding cycles.

While the additional bandwidth headroom enables us to
use some bandwidth-hungry error mitigation mechanisms,
these results show that such mechanisms still lead to
performance losses. However, our results indicate that using
MS-ECC that increases bandwidth by 2X with minor increases
in cache access latency is the best solution. Too much
bandwidth demand increase (TMR) or too high of an increase
in cache access latency (4EC5ED) lead to more severe
performance losses.

C. Reliability at Low Voltage

To estimate the minimum operating voltage for each of the
proposed fault-tolerant network mechanisms, we assume that
each network node (L1 cache, L2 cache, L3 cache, and memory
controller) has 16 input buffers and 16 output buffers, where
each buffer can store a 64B cache line. For this section, we
assume a system with eight processors, each with private L1
and L2 caches, and a shared L3 cache. While our performance
evaluation only used single-core processors, we need to
estimate reliability for a bigger network at low voltage to
account for larger embedded systems.

For the multi-core evaluation, we run eight independent
copies of each program, each on a separate core. We also
assume that there isn’t any sharing in the L3 cache between the
different copies. This would translate to multiplying the single-

core bandwidth requirements by eight. This 8-core processor
configuration has a total of 32 x (8 (L1)+ 8 (L2)+ 1 (L3) + 1
(Mem)) = 576 buffers. We assume a ring interconnection
network connecting all eighteen components of the system (8
L1 caches, 8 L2 caches, one L3 and one memory controller),
for a total of 18 links in the on-die interconnect. To estimate the
link failure probability, we assume data moving across each
link would behave similar to passing across twenty buffers (a
total of 360 buffers for all 18 links). So we model a total of
576+360=936 buffers of 64B each.

We use the bit failure probability measured by Kulkarni, et
al. [19], for SRAM cells. The failure probability for TMR is the
probability that we have two or more failures in any of the
buffers. The failure probability of 4EC5ED and MS-ECC is the
probability that we have five or more failures in any 64-bit
block.

Figure 7 shows the failure probability for the network
described above. We set Vmin at the intersection with the
1/1000 failure probability line [32], which models a yield loss
of one out of a thousand chips due to network errors. Using this
criterion, the minimum operating voltage for the baseline is 773
mV, so the baseline cannot operate reliably below that voltage
without suffering from significant yield loss. The minimum
operating voltage for TMR is 635 mV, and the minimum
operating voltage for the two ECC mechanisms is 465 mV,
well below the cache minimum operating voltage for Word-
Disable and BitFix [32].

TABLE 1. ENERGY PROPERTIES FOR OUR FOUR ALTERNATIVES.

Scheme Vmin Frequency Norm. Norm. EPI
(mV) (MHz) Power

Baseline 773 1800 1 1

TMR 635 1000 0.45 1.09

4EC5ED 465 500 0.18 0.93

MS-ECC 465 500 0.18 0.72

Table 1 summarizes the achievable Vmin and the
frequency, power consumption, and energy-per-instruction
(EPI). We normalize the power and EPI results for each
technique to the corresponding results for the baseline. We
predict frequencies at different voltages by running circuit
simulations, but only limit frequency scaling at below 500mV
to 500MHz since the caches in the rest of the system cannot
operate below 500mV [32]. We assume that the whole SoC
operates with a single supply voltage, and compute power and
energy savings based on the minimum operating voltage
throughout the system. For the baseline and TMR, the network
is the Vmin limiter, while caches are the Vmin limiter in our
two ECC mechanisms. A lower value of EPI implies better
energy efficiency. For power calculations, we assume that
dynamic power scales quadratically with supply voltage and
linearly with frequency. We also assume that static power
scales with the cube of supply voltage [7][30].
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Figure 6. Normalized low voltage execution time for our three proposed alternatives relative to a defect-free low-voltage baseline.




1E+00

1E-03

. 635 mv\ 773 mv
1E-06 <
\
1E-09 _

1E-12 s
A\ .,

A .
——Dbaseline e
1E-15 - N

Network Failure Probability

\ ——TMR
1E-18 - N\
\| —4EC5ED, MS-ECC
1E-21 T : S T )
0.4 0.5 0.6 0.7 0.8 0.9

Figure 7. Network failure probability for the unprotected
baseline, TMR, and the two ECC mechanisms.

When comparing the power consumption of the three
alternatives, we observe that TMR reduces power to 45% of the
original baseline power, while both ECC mechanisms reduce it
to 18% of the baseline. This can be attributed to the significant
power savings we achieve by voltage scaling. However, TMR
increases energy per instruction by 9% over the baseline. The
two ECC mechanisms show energy savings of 7% (4EC5ED)
and 28% (MS-ECC), since their power savings outpace
performance losses. This data indicates that a mechanism like
MS-ECC that doubles bandwidth demand while modestly
increasing cache access latency is best for designing fault-
tolerant networks.

VI. CONCLUSIONS

In this paper, we presented a detailed analysis of the
bandwidth requirements in a network-on-chip at high and low
voltages. We show that the bandwidth demand significantly
drops at low voltage, to 35% (on-die) and 30% (memory), on
average, of the demand at high voltage. We propose three
mechanisms to maintain the functionality of a system-on-chip
despite the presence of failures in the NoC used in the SoC.
Two of these mechanisms are based on ECC, and the third is
based on TMR. We demonstrate that our mechanisms will
alleviate failures in network links and buffers, and enables the
system to operate reliably at low voltages. Our best mechanism,
based on MS-ECC, achieves a 5X power reduction, and a 28%
energy reduction on average with minor performance impact.
We plan to extend this work to more complex multi-core
systems with a parameterized network-on-chip design.
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