CMPT-401 Term Project

1. The deadline

1:30pm, Dec. 9th, Thursday, 2004.

2. Where to submit?

Please drop your reports into the assignment box outside the CS main office. Make sure you get the right box: there is a “CMPT 401” tag on it. And submit your source code and readme file through online submission server. Make sure your program can run on Sun Solaris or Linux workstations in MTF.

3. Demo

Each group has a chance to demo their project between 1:30pm-4:30pm, Thursday, Dec. 9th, 2004. Each group has at most 30 minutes for demo. Please contact the TA at angiez@cs.sfu.ca to reserve your time-slot by Dec. 2nd, Thursday. If you miss the reservation, you can still go to MTF and do the demo. But you may have to wait until there is a time-slot available.
4. Policy

Unless otherwise specified, the project handed in late will be penalized, with those handed in one day late losing 10%, and those being handed in two days late losing 20%. No project will be accepted more than two days late.

5. Team size

The size of team is 2-3 students. If the size is 2, you are only required to implement the first stage (stage one). If the size is 3, you need to implement both stages (stage one and stage two). Please read the specifications carefully for the definitions of stages.

The programming language is Java for this project.
6. Specification

A Prototype for a Stateless File Server and its Cache

1. Basic Description of Project
Background. This project is about the design of the system components required to support an application which reads and writes a file over the Internet.

Objectives. Your task is to make a pair of components: a file server (to be remotely situated) and a client-side library. Clients can use these two components to access a file located remotely, by means of TCP over the Internet. The objective in carrying it out is to obtain a deeper understanding of stateless file servers and their cache mechanisms. You are asked to produce two pieces of software:

(1) A simple stateless file server, which reads from files and writes to files in response to requests transmitted over TCP. It provides simple read, write and get-attribute operations. You do not need to provide other mechanisms such as security, locking, concurrency control and fault tolerance.

(2) A library class (API) for a client of (1), enabling it to interact with (1) over the Internet. This part is to be done in two stages: no caching is required in the first stage; in the second stage you should incorporate it. (You can also make a client itself, although a default client is provided.)

You are not required to implement a file server's most complicated bits, i.e. the direct interface with a disk device driver. Your server simply uses Java standard API to open, read, write and close files. This is because the objective of this project is to create a stateless file server which allows clients to access files via TCP requests, and to learn about cache mechanisms on the client side.

Your system will be tested by using a specific application - a weather forecast database. A client requests data by sending a request over the Internet specifying a file name, the data is read by a remote server, which sends it as a reply to be displayed by the client. The default data and clients for checking the functionalities and measuring the performance are provided.

Stages. There are two stages in this project. The first stage is to design and implement a file server and a client-side API without a cache mechanism. The second stage is to design and implement a cache mechanism which may use what NFS usually does (easier), or may be based on call-backs (more difficult).

2. Detailed Specification

2.1 Remote file server

File Path. The server has a ``default directory'' (which should be one of the subdirectories of your home). A user is supposed to initially specify the file name in the following form: IP-address:port/filepath'. The IP-address refers to the host where your server is running: for example it can be fraser (one can use a URL instead of an IP-address). port is the port at which your server is listening, which can be any 16 bit number greater than 1023. 

Operations. Apart from the initial lookup operation, operations are done via a file handle (which is a long integer by default). The server will export only read, write and getattribute operations. Concretely the interface which the server will export to your client-side library should be:

· res = read(fh, offset, n), where res contains (1) a sequence of bytes read (if the end of the file is encountered, up to there) and (2) the last modified time of the file. 

· res = write(fh, offset, data), where res contains (1) a boolean which tells the result of operation, and (2) the last modified time of the file. The default semantics is write-through. 

· res = lookup(IP:port/path), where res contains (1) the file handle and (2) the last modified time. 

· res = getattrib(fh), where res contains the last modified time of the file. 

Note these are not Java methods: they are protocols exchanged between your server and your client-side library. So you can fill its details as you prefer as far as operations are stateless.

Statelessness. The server should be designed to be stateless. As far as this requirement is satisfied, any reasonable design is permitted, even though the more you deviate from the above the more clearly you should specify the justification of your design in your document. The design of the server may not differ between the two stages, except that new operations may be added (such as those for callbacks, or for specifying the mode with which a file is being used).

2.2 Client-side API

2.2.1 Stage 1

Operations. The realization of a client-side API which interacts with a stateless server is the main topic of this project. You should provide (a simplified version of) the standard stream-based operations which you are familiar with. While certain variations are allowed, it is required that you realize the following interface.

· fh = open(IP:port/path), where fh is a file handle. This may or may not be the same as the handle used in the remote file system. 

· res = write(fh, data), where res contains a Boolean which tells the result of the operation (success or failure). 

· res = read(fh, byte [] data), where the resulting data is read to the byte array data (if the length of the array data is n, then n bytes are read). If fh is at the end of the file, that part is read as null. 

· res = close(fh), where res contains a Boolean which tells the result of the operation. 

The above API is to be realized as Java methods. The definition of its interface is provided.

Semantics. The following gives the preferred semantics.

· File-pointer. This simply moves on as you read/write data, starting from the beginning and finishing at the end of the file. At the time of open, you may specify the mode as reading or writing - this is not necessary in Stage 1. 

· Reading. This simply reads from the file. 

· Writing. Writing should be write-through. 

Fundamental Requirement. Your software should run, with clear and readable documentation: in particular, any client which uses the interface above should be able to read/write a file remotely over the net.

2.2.2 Stage 2

Operations. These are the same as Stage 1, though you may add a read/write mode in the open operation for the control of caching.

Semantics. Here you should add a client-side cache mechanism to your original program. Thus, the method read on the client-side will read from the cache. The method write may still be write-through, but must also write on local cache.

For implementation of the cache mechanism, two possible ideas are:

· What you can find in NFS, i.e. the one based on staleness (oldness) of the data and a timestamp. 

· The eager or aggressive caching of the whole file, together with a call-back mechanism. 

These two are the recommended ways, though other forms may be possible if they make sense.

Fundamental Requirement. In general, a cache mechanism consists of (A) storing data
locally and reading from it as far as possible, and (B) controlling the coherence (consistency). To get a moderate mark from this stage, you should at least complete (A) and give a design for (B) based on your implementation.

3. Deliverables

3.1 Stage 1

· Programs: source files compilable and runnable under Sun Solaris or Linux with a standard classpath. 

· Document (1-3 pages): 

1. Basic documentation on the specs and design.

2. Measurement results of read-write operations for your server (using the default data provided).

3. Brief discussions on those functionalities which are not included in the given specification but which are necessary for a (local area and distant) distributed file service.

Stage 2: 

· Program: source files compilable and runnable under Linux with a standard classpath. 

· Document (2-3 pages): 

1. Basic documentation on the specification and design including the cache mechanism.

2. Measurement results for of read-write operations for the same task as Stage 1, this time using the cache.

3. A brief analysis of your design and the result of your measurements, including discussions on how your cache mechanisms (do not) contribute to the difference in performance.

7. Java Files for The Project
Basic APIs

The Java interface for the client API for the file system in Section 2.2.1 of the specification is given in the file fileSystemAPI.java and the subsidiary definition of the class filehandle is given in the file filehandle.java. The program in the file checkfh.java can be used to check whether the filehandle class works correctly.
The client program in testClient.java is for testing the communication between your client API and the file server. The program arguments specify the IP address and port of the server and the file name. The program repeatedly calls the read operation in the client API to get the weather forecast data from the file server. It includes timing statements allowing you to measure the performance of your client-server interaction.

Test Data

A small sample of weather forecast data is supplied in the file data.txt
The file fileSystem.java provides a simple example implementation of the client API of the file system. It provides the operations open, read etc. on a local file. These must be replaced by operations that communicate by means of TCP with the file server. The file testCl.java is a version of testClient.java that works with this simple implementation - it supplies open with the name of a local file (the IP address and port are not required). You can compile and run these tests with data in a local file, for example: java testCl data.txt.

Additional Notes

1) Report

Please write a report which clearly describes the design of your software. In particular, if your design deviates from the specification please document this carefully. It is very important for me to know whether the design is well-thought out or not.

Other points:

· Point out clearly in the report any good features: a good working cache, concurrency control, error handling, etc. These points will be considered when marking. 

· I hope your codes are decently commented, but first of all try to prepare a readable report. 

· If you made efforts on design but have not been able to make your code run, you can still submit a report describing your design as concretely as possible. Although I will not be able to offer high marks, this does count.  

2) Document how to run your code

You should document how your software can be run. In particular, note the following points. In testing, the test for reading is emphasized since this is mainly about caching. Separately I will also check the writing function.

(a) If you use TCP, I need to run a server-side file system, and we need to compile a client using your Client-side file system. If possible, use the name

          fileSystem.java
(which implements, as default, fileSystemAPI)  for your client-side FS. If you hard-wire IP, directory etc., that is OK but write a note on this.

(b) If you use RMI, we need to run a server-side file system as a remote object. It also needs a registry. So document how both can be run (well you CAN let your registry run somewhere beforehand, if you like). For the client side, try to use the name

       fileSystem.java
as what implements fileSystemAPI (as default). Again, if you hardwire data, write a note on it. 

3) Generally on Design

There are quite a few questions about design decisions, for example about how a client-side write should work w.r.t. caching. As I wrote in the specification, write-through (as written in the textbook) is one way, but alternatively, you can write to cache and then "flush" later. Other options exist. Any reasonable design is fine, but document well what your system does.
