CMPT-401 Assignment 3

1. The deadline

4:30pm, Oct. 28th, 2004.

2. Where to submit?

Please drop your homework into the assignment box outside the CS main office. Make sure you get the right box: there is a “CMPT 401” tag on it. For programming questions, please submit your source code, make file and executable files through online server.

3. Policy

Unless otherwise specified, all assignments handed in late will be penalized, with those handed in one day late losing 10%, and those being handed in two days late losing 20%. No assignment will be accepted more than two days late.

No collaboration allowed.

4. Questions (32 points)

Q1. (3 points) For each of the following applications, do you think at-least-once or at-most-once semantics is best? Discuss.

a) Reading and writing files from a file server

b) Compiling a program

c) Remote banking

Q2. (2 points) In NFS, what kind of security measures can be taken to prevent a malicious client from claiming a lock it never was granted when a server enters its grace period?

Q3. (2 points) Explain the difference between a hard link and a soft link in UNIX systems.

Q4. (2 points) Name at least three sources of delay that can be introduced between WWV broadcasting the time and the processors in a distributed system setting their internal clocks.

Q5. (2 points) In many case we prefer a server that can handle multiple requests at the same time. To achieve that, a server can fork a child process or create a thread upon receiving a new request. Please explain the advantages and disadvantages for each approach.
Q6. (2 points) If we use lease to manage cache consistency, is it necessary that the clocks are synchronized? If not, what is it that is required?

Q7. (2 points) How does the NFS Automounter help to improve the performance and scalability of NFS?

Q8. (2 points) For vector clocks, proof that Vj[i] ( Vi[i].

Q9. (15 points) In this question you are going to build a simple web server.

HTTP Protocol Specification

An HTTP client sends a `GET' request to a server in order to retrieve a file. The general syntax of such a request is given below :

GET <sp> <Document Requested> <sp> HTTP/1.0 <crlf>
{<Other Header Information> <crlf>}*
<crlf> 

where : 

<sp> stands for a whitespace character and, 

<crlf> stands for a carraige return-linefeed pair. i.e. a carriage return (ascii character 13) followed by a linefeed (ascii character 10). 

<Document Requested> gives us the name of the file requested by the client. This could be just a backslash ( / ) if the client is requesting the default file on the server. 

{<Other Header Information> <crlf>}* contains useful ( but not critical ) information sent by a client. These can be ignored for this assignment. Note that this part can be composed of several lines each seperated by a <crlf>. 

Finally, observe that the client ends the request with two carriage returns - linefeed character pairs: <crlf> <crlf>

The function of a HTTP server is to parse the above request from a client, identify the file being requested and send the file across to the client. However, before sending the actual document, the HTTP server must send a response header to the client. The following shows a typical response from a HTTP server when the requested file is found on the server:

HTTP/1.1 <sp> 200 <sp> Document <sp> follows <crlf>
Server: <sp> <Server-Type> <crlf>
Content-type: <sp> <Document-Type> <crlf>
{<Other Header Information> <crlf>}*
<crlf>
<Document Data> 

where :

<Server-Type> identifies the manufacturer/version of the server. For this assignment, you can set this to cmpt401. 

<Document-Type> indicates to the client, the MIME type of document being sent. This should be text/html for an html document, image/gif for a gif file, text/plain for plain text, etc. 

{<Other Header Information><crlf>}* as before, contains some additional useful header information for the client to use. These may be ignored for this assignment. 

<Document Data> is the actual document requested. Observe that this is separated from the response headers be two carriage returns - linefeed pairs. 

If the requested file cannot be found on the server, the server must send a response header indicating the error. The following shows a typical response:

HTTP/1.1 <sp> 404 File Not Found <crlf>
Server: <sp> <Server-Type> <crlf>
Content-type: <sp> <Document-Type> <crlf>
<crlf>
<Error Message> 

where:

<Document-Type> indicates the type of document (i.e. error message in this case) being sent. Since you are going to send a plain text message, this should be set to text/plain. 

<Error Message> is a human readable description of the error in plain text/html format indicating the error (e.g. Could not find the specified URL. The server returned an error). 

Your server should handle text/html and text/plain file types. You should recognize the file types by the suffix of the files. It is ok to hardcode those into your program. Test your server with any web browser.

Your server should be able to handle multiple requests concurrently. When a request arrives, the server forks a child process. The child process will process this request while the parent process will wait for another incoming request. 

If the <Document Requested> in the request is a directory, your HTTP server should return an HTML document with hyperlinks to the contents of the directory. Also, you should be able to recursively browse subdirectories contained in this directory. 

Procedure and Algorithm Details
You will implement an iterative HTTP server that implements the following basic algorithm for each request:

Accept new TCP connection 

Read request from TCP connection and parse it. 

Frame the appropriate response header. 

Write the response header to TCP connection. 

Write requested document (if found) to TCP connection. 

Close TCP connection 

You may either use C/C++ or Java for programming. Make sure your program can be compiled and/or run on Sun Solaris machines in CSIL lab. The marking will be based on how well your program works.

